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Foreward...

There are plenty of books available on FileMaker Pro™, and even more resources available on the web and 
in workshops, classes, etc. But these sources consist almost entirely of instruction on how to use FileMaker’s 
tools, and not how to properly design a database.

The single most glaring omission for the newcomer is a basic list of do’s, don’ts and other advice to help you 
get started on the right foot and prevent you from making significant design errors that could cause you 
trouble down the road.

The key to building a good database is a good design. A good design stems from knowing which structures 
and techniques will work for which purposes and which will not. That is the purpose of this document... to 
warn you about pitfalls and advise you of basic design concepts that will help you start out on the right foot.

Questions that seem to be repeated often on many of the FMP mailing lists strongly suggest a significant 
oversight in the available FMP literature with regard to basic structural and design concepts. These sources 
do a good job of explaining the fundamental workings of FMP, but do not generally touch on what should 
and should not be done, and more importantly, why. 

Before you will be able to take advantage of the advice contained in this document, you will have to read a 
good FileMaker basics book. There are several of them on the market, but here’s a good hint: the fat ones 
are much better. Read the book, play with FileMaker, but don’t start your project until you’ve read this docu-
ment. You’ll be glad you waited.

Some of the advice contained herein goes against the grain. That is to say, it may be contrary to what you 
read on mailing lists, discussion forums, etc. You will have to decide for yourself whom to believe.

This document is written with the intent of keeping the novice out of trouble and from being forced to start 
a solution over from scratch. It is not to start a debate with every developer who believes he has a better or 
more sophisticated approach. For every problem to be solved in FileMaker, there are at least six solutions, 
all valid under the right circumstances. The only certainty that can be found is that the more complicated 
solutions are almost invariably wrong.

This is not a front-to-back book. Entries are short bits of practical advice organized as best as possible in 
related groups.

About the Author:

David Kachel is a long-time FileMaker developer and owner of Foundation Database Systems. He started in FMP 
development with version 2 of FileMaker Pro™ way back in the CompuServe Claris Forum days where he was 
lucky enough to learn FileMaker programming from some of the very best in the business. If you find anything in 
this document that you consider particularly brilliant, it is reasonable to assume he learned it from others, as do we 
all. Remember to make your own contribution.
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1 Fields

Global Fields
Global fields are simple, and a great blessing. They 
were often used as variables in the distant FileMak-
er past, though there is little need for this particular 
application now that we have built-in variables. Still, 
globals are extremely beneficial, having many other 
uses and there are some vital things you need to 
know about them before you start coding.

Global fields are used when every record in a table 
requires access to exactly the same information. If 
the value of a field will always be the same for every 
record in a table and for every user, then a global 
field may be the ideal choice. It stores the informa-
tion in one place only but treats it as though it were 
a field in every record. This eliminates unnecessary 
overhead and allows a more streamlined database.

Under some circumstances the data contained in 
globals can be lost, so beware. For example, when 
saving a clone of a file, the data in global fields is 
NOT saved with the clone. The global fields are 
saved empty, just like all the other fields, and if your 
database uses globals the way most do, your cloned 
database is useless until you import all that global 
field data back into the cloned database. This is a 
very good reason to make certain all global fields 
that fit this description are stored in the same table, 
so that only one import is needed and there is less 
likelihood of something getting left out by mistake.

Private Global Fields 
Global fields behave a bit differently when a data-
base is set up to be accessed by multiple users, either 
through sharing or when accessed via server. 

When a user logs into a database, all the globals on 
the server are effectively copied over so that each user 
gets a separate, private set of global field contents 
that are just for him and are no longer connected to 
the main database. These copies of the global fields 
vanish at logout and do not replace the original 
values on the server.

Many FMP newcomers are puzzled when they 
reach a point where they begin to try out their 
database(s) with multiple users. They discover that 
information contained in global fields is not correct 
when they sign in again after believing they had 
altered it before logging out. This is because there 
is one master set of globals contained in the actual 
file. The information contained in these fields is 
that which was placed there by the person who 
developed the database(s) or who last accessed it 
as a single user in order to change the global field 
content. When that file is shared so that other users 
can access it, whether by just turning on sharing in 
FMP, or by serving the files with FM Server, each 
user gets a fresh set of private global fields that are 
loaded onto his machine at login with whatever 
information was originally contained in the master 
set before the file was shared. This means that any 
vital information that is different for each user can-
not be stored in a global field because it would be 
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lost at logout. The only way to change the informa-
tion contained in the master set of globals is to open 
the database(s) as a single user (not by accessing 
through FMP server). Only then can the informa-
tion in global fields be changed for all users.

DO use global fields to store static information or 
graphic objects that will never change and will be 
the same for every record and user, such as a com-
pany logo that will appear on each layout.

DO use global fields as the primary key for a dy-
namic relationship such as a filtered portal (the user 
selects specific criteria which limit the records the 
portal can show).

DO NOT use global fields to store user settings. 
Each user will expect to find the same settings each 
time he logs in, but the data in his set of globals 
evaporates when he logs out. (User settings should 
be stored in a record created just for that user, in 
a table built specifically for this purpose. Each 
user gets a record of his own and all fields in these 
records are standard fields, not globals.)

DO NOT store constants for calculations in globals 
if there is any possibility at all those constants might 
one day change and thereby alter archived records 
that are supposed to remain static. For example, 
you can store the value of pi in a global field. There 
is little chance that will change. But do not store 
constants such as a tax rate in a global field unless it 
will be copied into a separate non-global field before 
actual use. We all know what happens to tax rates!

ID Fields
You will see these referred to as primary key fields, 
ID fields, serial number fields, etc. They are unique 
identifiers for each record in a table. Every table 
needs them, no exceptions. 

For every table you create, the first field in that table 
should always be a unique ID field. The best and 

only completely reliable way to do this is to create a 
number field that is auto-enter, serial number, incre-
ment by one, cannot override. This will be the single 
most reliable and predictable method to identify and 
relate your records.

The simplest way to name this field is by using the 
name of the table followed by the letters “ID”, such 
as: contactID, or invoice_ID. Use exactly the same 
name for the matching foreign key in related tables.

No matter how certain you are that your primary 
key field(s) will be something else, always create an 
ID field of the type described above anyway. You 
will need it.

On occasion, a client will demand a different type 
of identifying field. He may want his invoices to 
be identified by something like: INV0001. In these 
cases you can keep the client happy by creating a 
dummy ID field that contains what he wants and 
shows up where he wants to see it, while doing 
the real work behind the scenes with your number 
ID field. (Unjustified complexity always leads to 
disaster.)

One last thing. There is no reason for this field to 
appear on any layouts with user access, ever. Your 
never going to alter it and it is just a record identi-
fier. If you have to see the number, place it as merge 
text in a text box. 

Key Fields
There are lots of ways and reasons to create other 
kinds of key fields for your database, but many of 
them can lead to problems. You must be careful.

Concatenation fields in particular can be an enor-
mous problem. These are calculation fields with a 
text result that combine one or more other fields. If 
you have first name and last name fields, you may 
try to create a unique identifier field that runs the 
two fields together, such as: JohnDoe. (Modern ver-
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sions of FMP make this kind of relationship easier 
than it once was, but the basic problem is the same.)

It seems to make sense on the surface, until you 
realize that the minute you have two John Doe’s in 
your database, your system is broken.

The first thought some people have is to add some 
other unique identifier to the concatenation. But 
then one discovers the problem becomes even more 
complex and uncertain.

Even FMP’s timestamp can’t be safely added to a 
key concatenation because two new records could 
conceivably be created at the same instant for per-
sons with the same name. Alternatively, you might 
add the uniqueID number field described above, but 
this begs the question: “What’s the point?” Why not 
just use that in the first place?

When creating key fields that use something other 
than a unique ID number, you must take pains to be 
certain there is no possibility of duplicate identifiers. 
This is far more difficult than it might seem.

Some approaches employ the random number 
function for example, but the fact is that computer-
generated random numbers are not entirely random. 
They depend on a seed number that is itself less 
than completely random.

In the long run, it is much safer, smarter and more 
efficient to use the kind of field described above 
under ID Fields, unless you have a specific and com-
pelling reason for using something else. Other types 
of key fields are best used for secondary functions 
such as filtering portals where they can’t do any seri-
ous harm to your data if they fail.

Foreign Key Fields
All of the above applies to foreign keys, with one 
addition. Make certain all of your foreign key fields 
are stored and fully indexed, otherwise your rela-
tionships will either not work, or will be very slow.

Creation Date & Creation Time Fields
Simple…

Put one of each in every table, no exceptions. 
Sooner or later you will need them, most likely 
sooner. Name them creationDate and creationTime 
respectively. These are auto-enter, non-modifiable, 
date and time fields.

If you add them to your tables after the tables 
already contain records, the preexisting records will 
not contain creation date or time data and you will 
have to put it in manually. The first time you have to 
do this for a few hundred or a few thousand records 
will most assuredly cure you.

If you need modifiable, auto-enter date and time 
fields, do not use these! Make duplicates and use 
those. Then you have the best of both worlds.

Make certain your client knows his computers need 
to be connected to the internet and that all time 
and date preferences have to be set to retrieve those 
numbers from the internet. If a computer battery 
dies and this preference is turned off, records will be 
created with incorrect dates and times. This might 
go on for weeks before being noticed and will re-
quire lots of work to fix, if it’s possible at all.

Repeating Fields
These are very useful, and at the same time, a huge 
bear trap for the FMP newcomer. The rule is simple:

DON’T USE THEM!

Why not?

Repeating fields become a serious problem when 
data in them has to be altered, manipulated, re-
trieved, used in calculations, reported on, exported 
or imported. You will create severely difficult pro-
gramming conundrums for yourself if you use them 
outside of the parameters described as follows...
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Repeating fields are a holdover from the earliest ver-
sions of FileMaker. The reason they still exist is that 
developers have found them very useful for pur-
poses other than those originally intended. So not 
only has FMI kept them, they’ve actually improved 
them, a tremendous relief for developers who have 
been wondering if repeating fields would eventually 
disappear, nullifying much of their past work.

DO NOT use repeating fields to store data the end-
user can access or manipulate: addresses, telephone 
numbers, invoice data, inventory items, etc. In other 
words, if the user can add to it or change it, directly 
or indirectly, it should not be in a repeating field.

DO use repeating fields to store developer resources 
such as graphics, label text, settings, etc.: Things you 
use to build your interface and control system. This 
is not to say that repeating fields should always be 
used for such purposes, but these uses are common. 
Usually, repeating fields are also global fields.

There are exceptions to the above rules, but they 
are rare and most definitely reserved for advanced 
programmers only. If you do not know exactly why 
you are using a repeating field and why it is a bet-
ter choice than a standard field, then chances are 
99.99% you are using it incorrectly.

Unstored Calculation Fields
Be very, very careful when deciding whether to set a 
calculation field to stored, or unstored. If in doubt, set 
it to stored.

Setting a calculation field to unstored can have some 
very useful advantages, but it can also cause real 
headaches. If a calculation field may need to show 
a different result depending on the circumstances 
under which you are viewing it, set it to unstored. 
Otherwise, set it to stored. 

Unstored calculations can become a problem when 
you are viewing a large number of records. If your 

end-users can potentially view hundreds or thou-
sands of records in a list, all those unstored calc 
fields must be recalculated on the fly. If you have a 
number of unstored calcs in each record, this can 
take a significant amount of time, particularly if 
some of your unstored calcs depend on other un-
stored calcs to complete their tasks.

Unstored calculation fields can also become a major 
problem, or even make the task completely impos-
sible if your client ever requests that you export all 
their records to a text file.

I once had an export routine grind away for over 24 
hours and never complete its task. There were a half-
million records and dozens of unstored calcs in each. 
The table involved was never meant to be viewed 
directly or exported to a text file. It worked just fine 
within its design parameters, which required that 
only a few records be accessible at one time, but not 
when the client threw me this curve.

As a general rule, if you don’t know exactly why a 
calc field must be set to unstored, set it to stored. 
You can always change it later.

Also, if your field is used as a foreign key field, it 
must be stored because foreign key fields have to be 
indexed, and they cannot be indexed unless stored.

Lookup Fields
Lookup fields are a necessary part of most any 
solution. They are needed to archive data that must 
remain static while at the same time the original 
data from which the lookup was drawn remains 
fluid. For example, an invoicing system must be able 
to draw data from a products table. That products 
table needs to remain fluid (available products and 
prices change over time). A lookup field in a line 
items table looks up the current price and other 
information from the products table to create a line 
item for an invoice. Once that line item is created, 
it must never change. That product was sold at a 
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He gets a dialog box he doesn’t understand and 
doesn’t know what to do about. He also gets ir-
ritated with you because his database is locked up 
tight and he doesn’t know why. A good program-
mer makes certain this sort of thing never happens. 
I cannot recall a single reason in nearly 20 years of 
FMP hacking where I needed this feature or even 
thought momentarily that it might be a good idea.

Just use custom functions or other devices that 
either automatically alter the data to the format 
needed, or inform your users in a gentler fashion of 
their mistake and what to do about it.

I once saw a solution in which there were about a 
dozen or so fields on one layout, all set to the valida-
tion that they must contain data. Users who wanted 
to interrupt their work to go perform a quick task in 
another section of the database had to go through 
all twelve dialogs before being allowed to leave the 
layout they were on!

When designing a database, make certain you take 
into account what a user might want/need to go do 
before a task is complete. Then make certain he can 
do it, if at all possible. Don’t make him a slave to an 
endless string of data validation dialogs.

And whatever you do, don’t set validation rules for 
an auto-enter field that is set to Prohibit modification 
of value during data entry. If your user can’t modify 
it, why would you need to validate the data in it? 
(Yes, I’ve seen this one too.)

Hidden Utility Fields
There are a dozen reasons for these little jewels. It’s 
pointless to list them all. You only need to know it 
can be done and how to do it. You’ll know when you 
need one.

Drag a global field you create specifically for this 
purpose onto your layout. Set the object size in the 
Inspector to one pixel by one pixel. Put it over the 

specific price and must always show that price on 
the invoice whenever the invoice is referenced in the 
future, regardless of how product details may change 
in the products table at a later date. Hence the need 
for a separate line items table and the use of lookup 
fields that create permanent records drawn from 
non-permanent information.

You will sometimes need lookups for other purposes 
wherein some of the records of that data will remain 
permanent while others may need to be changed. If 
you have a lookup field that is not a simple line item 
style lookup as described above, make certain it will 
contain the needed information under all circum-
stances. Script a re-lookup for those conditions that 
require it.

This kind of problem often rears its head when 
a user discovers a mistake in a previously created 
record and fixes it. If your lookup field(s) depend on 
that record data, it may need to refresh itself but it 
won’t, because the key fields (those that automati-
cally trigger a re-lookup) for the lookup’s relation-
ship will not have changed with a simple change in 
data in a non-key field. Test all circumstances that 
could or should affect a lookup field and make sure 
you’re covered. Also be careful not to perform a 
re-lookup for an entire data set when only a subset 
of records needs to be updated (and vice versa). You 
may inadvertently trade one record with incorrect 
data for a thousand.

Field Validation
Here’s a field-related tool that should simply never 
be used. The field definition dialog box allows you to 
set validation rules for a field. Don’t do it! Ever!!

Remember the scene in Dead Poets Society where 
Robin Williams tears pages he dislikes out of a text-
book? Tear this page out of your FileMaker book.

If you set validation rules for a field and the user 
violates those rules, what happens?
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exception to this rule is the underscore character “_”.

If and when you put your databases on the web, you 
will find your work is much more difficult if you 
have spaces or punctuation in your field names.

Plugins also sometimes reject the presence of these 
characters in field names, forcing you either to 
change the names, or do a lot of extra unnecessary 
coding. There is no benefit to using spaces or punc-
tuation, so why do it? Field names are just as easily 
understood, and sometimes more easily, if named 
like one of these examples:

• myField
• my_Field
• My_Field
• myField_One

 
I sometimes prefer to reserve the underscore charac-
ter to differentiate a subgroup or finer delineation of 
fields, such as:

• Contacts_FirstName
• Contacts_LastName
• Staff_FirstName
• Staff_LastName
• Housekeeping_gRecordCrumpler

 
Pick whatever approach you like best, and stick to it.

Lots of non-FMP programming books also give 
advice on naming conventions. You may find some-
thing you like better. If you expect to be program-
ming in some other language, learn that convention, 
then use it in FileMaker databases also. This way 
you only have to learn one convention for two pro-
gramming environments.

The same advice given above applies to value lists, 
table names, file names, table occurrence names, 
custom functions, etc. Just get into the habit of 
using only letters and the underscore character to 
name everything, and you will run no risk of creat-
ing unnecessary work and problems for yourself.

corner of a graphic somewhere, or anywhere you 
know it will be hidden from view and then send 
it to the back where it can’t be seen. Be sure to set 
fill, line color and text color to none while it is still 
selected. Lock it in place. Include its name, location 
and purpose in your design notes.

Depending on your purpose, you may want this 
field to be in or out of the tab order and enterable in 
Browse mode or not.

Hidden utility fields are a way to have physical ac-
cess to a field that users cannot see or detect.

For example, if your users can tab between fields 
but you do not want them to tab back into the first 
field when they leave the last field, put one of these 
hidden utility fields (they are usually created for just 
this purpose) last in the tab order. When a user tabs 
out of the last visible field, the cursor will go into 
the hidden field. But the user will not see it and will 
get the impression he has quite naturally tabbed 
right out of the data entry sequence. 

There are also times you will want this hidden field 
to be where the cursor goes when you first create a 
new record, instead of into a data entry field.

Field Conventions
There are a number of naming conventions in 
circulation for fields, scripts, etc. None of them 
is inherently better than any of the others. The 
important thing is to pick one, even if it is of your 
own invention, and stick to it. It doesn’t matter how 
clever someone else’s naming convention is if you 
are not comfortable with it. After all, the person 
who will most likely need to make sense of your 
code at a later date is you. However, try to avoid 
cryptic schemes. They may seem clever, but you will 
come to regret their use.

No matter how tempting, never, ever use spaces in 
your field names. Punctuation is out too. The only 
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to those created by improperly named fields. Follow 
strict rules in ScriptMaker also. After all, it is easier 
to follow one set of rules everywhere, than a differ-
ent set in each area.

There is one exception to the naming rule with 
regard to scripts. Later you will read about orga-
nizing fields and scripts, and this exception helps 
with that endeavor. If a script functions only as a 
subscript, that is, it cannot be accessed directly, but 
only by being called by another script, then you can 
group subscripts together underneath the parent 
script in the Script Editor window and put spaces 
before the names of the subscripts to indent them in 
the list. This makes it immediately obvious that they 
are related to the script above. This departure from 
orthodox naming will not cause problems because 
these scripts are never called directly and therefore, 
no one else’s software will ever parse the names.

Example:

 ParentScript
  ChildScriptOne
  ChildScriptTwo
  ChildScriptThree

Cut & Paste Will Ruin Your Data
You need two things for a database: users and data. 
The data will behave itself. The users won’t. What-
ever they can do to ruin your data integrity, they will 
most certainly do with haste.

One of the things you cannot avoid is cut and paste. 
While inputting data, end-users absolutely will 
cut data out of other files and paste it into FMP 
fields. They will paste italic text, bold text, under-
lined text, every font and font size but the one you 
programmed into the database and a myriad of 
things you can’t even imagine. Then, if they notice 
what they’ve done at all, they will simply shrug their 
shoulders and say, Oh well!

Field Name Pairs For Relationships
I said that your field naming convention should be 
what you’re comfortable with, as long as it follows 
certain basic rules. However, if you start the names 
of fields with a lower case letter, you might wish to 
reconsider; changing your field naming convention 
to FieldName instead of fieldName.

The reason for this is that some fields, such as 
globals, can provide additional benefit from having 
names that indicate what type of field they are. 

For example, gFieldName makes it immediately 
apparent that this is a global field. This is helpful 
when you want or need the fields on both sides of a 
relationship to have the same name; primary key = 
gFieldName, foreign key = FieldName. It is imme-
diately obvious which field is on which side of the 
relationship, and that they are in fact a “pair” of key 
fields. With few exceptions, the fields on both sides 
of a relationship should be similarly or identically 
named. Otherwise you can end up with key pairs 
that look like FieldName and TheCreatureFromMars. 
Weeks or maybe only days down the road, you won’t 
recognize that these two fields are a pair.

If your naming convention produces gfieldName, it 
will be much more difficult to pick out at a glance 
than gFieldName or g_FieldName.

You’ll find you use a lot of global fields as primary 
keys for all sorts of purposes, so the above approach 
will help a lot.

Naming Scripts
When naming fields, FMP will warn you if you are 
using a character it doesn’t like, but there are no 
such warnings in ScriptMaker.

FMP will allow you to name a script anything you 
like, with any characters at all... Don’t do it!

Sooner or later you will run into problems similar 
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You cannot let this happen, so...

For every single field to which end-users have access 
and into which it is possible to paste anything that 
isn’t a graphic, you need a data entry calc that re-
moves all formatting from the pasted text. This way, 
as soon as the user tabs out of the field into which 
he has just entered last week’s garbage, FMP will 
immediately remove it all, leaving just nice clean 
unadulterated data.

In the field definitions area of Manage Database, un-
der Options for Field “YourFieldName”  set the Calc 
definition under Calculated Value to:

 TextFormatRemove ( Self )

Be sure to uncheck Do not replace existing value of 
field (if any).

This by the way, is the very best argument I know 
for creating new fields only by duplicating existing 
fields and then altering them. That way you don’t 
have to re-enter this calc for every single field and 
you are far less likely to forget such a vital feature.

Where to Put Graphics Globals
I’ve already discussed storing graphics in global 
fields. The nice thing about global fields in modern 
versions of FileMaker is that they are accessible 
from anywhere in a solution, without the neces-
sity of a relationship, as required in the past, and 
regardless of what table contains them or what table 
you are currently engaging. So put all your graphics-
containing global fields in one place. Put them 
either in the preferences table, or if you are building 
a solution that uses the preferences table for more 
than just preferences (see ViewerTable), create a 
separate, one-record graphics storage table for these 
global fields. When it comes time to upgrade your 
solution to a newer version, or prepare a solution for 
distribution, you’ll be very glad you did this.
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2 Layouts

Angry Fruit Salad
I learned this term years ago, and still get a laugh 
out of it today. It is at once, appropriately descriptive 
and somehow subliminally naughty.

If your layout has more than two colors on it, and 
especially if those are bold colors, you have a bad 
case of Angry Fruit Salad. In other words, do not 
make your layouts look like Christmas trees. And 
especially,  don’t make your layouts look like several 
different Christmas trees!

Pick two, and only two colors for use on all of your 
layouts. Make them severely muted colors, not bold, 
and make them complementary. Do not use bright 
red for example, or forest green. Take a look at the 
other software on your hard drive; the profession-

ally built products. Study them carefully. In most 
of them you will see that there is one primary 
color and one secondary color, both soft and non-
combative, and that is all! There will be variations in 
saturation of these colors, but nothing more. If you 
need contrast, don’t pick another color. Use the same 
color you already have and just lighten or darken it.

Another Angry Fruit Salad symptom is different 
backgrounds for different layouts. The result is a very 
confusing user experience. You cannot expect a user 
to switch from one layout to another, see a com-
pletely different theme, and not be confused.

Design your layout background and color scheme, 
and use them exactly the same way on every single 
layout the user will see because, and this is very 
important...
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One way to minimize having to constantly fix 
object jumping is to create new layouts by duplicat-
ing existing layouts (sound familiar?). This way you 
know your background objects and other common 
elements are sure to be in the same position from 
layout to layout.

Fonts 
Pick two fonts and at most, only two fonts. Better 
yet, let me pick them for you.

Verdana for titles and labels, and possibly, but only 
possibly, Times for field input text if you must have 
more than one font. (In other words, one font for 
everything the user sees, but cannot change, and one 
for the things the user can change.) Otherwise, use 
Verdana for everything. Why just these fonts? 

Because you want something that will display (and 
be available) more or less the same way on both 
Mac and Windows, and on any age machine. Other 
fonts may tend to substantially alter your layout 
appearance from one platform to the other, and will 
very likely not be available on every machine.

If you do your database design work primarily on 
a Mac, always make labels and fields generously 
longer than it appears necessary. Verdana and Times 
take up slightly more space on Windows machines 
and you can create hours of needless work for your-
self if you try to be stingy with the length of your 
labels and fields.

Field Label Colors
Make the text color of the labels for your fields 
considerably lighter than the text color in the fields 
themselves. You don’t want labels visually competing 
with field content. 

The user’s impression should be that he is on the 
same layout all the time. Just the fields and indicators 
change, nothing else.

Think of it in terms of a book or magazine. There 
are common elements that repeat themselves on ev-
ery page. If one page were white, one green and the 
next yellow, with the logo in a different position on 
every page, readers would quickly become confused 
and annoyed.

Layout Size Consistency
This topic is really very simple...

All your layouts must be the exact same size without 
exception, without a single pixel of difference any-
where, and your users must never, ever see a scroll 
bar anywhere, except in a portal or scrolling text 
field. A database is not a web browser or a text edi-
tor. Scroll bars are strictly verboten.

Object Jumping
Object jumping is something that invariably accom-
panies Angry Fruit Salad. I have caught many so-
called professional developers making this mistake 
and it is simply unforgivable.

Any object that appears on multiple layouts must 
occupy exactly the same position, to the pixel, on 
each and every layout. If you have two layouts 
containing the same field or button for example, and 
that object is one pixel to the right on one layout as 
compared to the other, when switching between lay-
outs the object will appear to jump. This may seem 
minor, but it is not.

Fix it. You must retain the illusion that these are 
static objects, all on the same layout. And in fact, 
you may at times even have to add otherwise un-
necessary graphic elements to your layouts, just to 
retain and reinforce this single-layout illusion.



 LAYOUTS | 11

Data Platforms
Separate groups of data on the same layout onto 
platforms (only two or three at the most, per layout). 
To create a platform, make a box, set it to embossed 
or engraved, set the fill color to slightly darker or 
lighter than the background. Make sure the border 
is not dark.

This platform tells the user that the data on the 
platform is grouped and somehow distinct from 
the data placed directly on the background or on 
another platform, etc.

Familiar Object Locations
All good software is designed with a specific strat-
egy for the location of particular classes of items. 
Navigation tabs at the top and/or one side of lay-
outs, record searching/selection tools along the left 
or less often, the right side, and data manipulation/
creation buttons at the bottom of the layout. These 
locations are where your users expect to find these 
things. Don’t disappoint them. If in doubt, look 
at some professionally designed software that has 
things located exactly where you are accustomed by 
experience to look for them in all software. (Imagine 
if the back button were in a different location in 
every web browser!)

Get Your Client’s Logo Immediately
This is often overlooked and can cause you a 
tremendous amount of extra work. Your client has 
a logo. If he does not, don’t start designing your lay-
outs until he has one. (If it stinks, find a diplomatic 
but sure way to tell him he needs a new one.)

Your client’s logo will have a color theme and the 
layout colors you choose for your project must blend 
well with that theme.  Make your layouts more 
muted than the logo. The client will want his logo 

Bold, Underline, Extend, Condensed, etc.
Don’t use any of these, ever. They always lead to 
problems and always result in an amateurish look-
ing  solution. Italic is the only one you should ever 
consider using and even then, very sparingly.

Data Text vs Everything Else
Don’t use any fields, lines, boxes or other graphic 
objects with dark colored borders. Mute border 
colors significantly. The only dark color you want on 
your layouts is the data in fields, and possibly the 
background, though the latter is usually a bad idea 
(it takes a real professional designer to pull this off ). 
Light surroundings lead the eye to the darker text/
data which is the point of a database. Dark sur-
roundings compete and make the viewer strain his 
eyes trying to pick out the data from the clutter.

Visually Indicate Unuseable Items
Make sure that any fields or buttons the user cannot 
get into or use, are grayed-out, with a noticeably 
lighter text color, or better yet (in some cases), make 
them invisible. If an inaccessible field looks the same 
as an accessible field or if a visible and seemingly 
useable button mysteriously does nothing, the user 
will be confused and then annoyed. 
(See Chapter 8 – Techniques.)

Field Elbow Room
Set the paragraph attribute of your fields (Inspector-
Appearance-Paragraph-Indents) to indent 3 to 5 pix-
els on both the left and the right. This is very subtle 
but makes a huge difference in how your fields look 
and feel. It works on any kind of field, not just text.
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owns it, who designed it, what version it is, etc. This 
should be the first thing your user sees whenever 
signing in to your solution. Don’t skip it. It’s impor-
tant, and will also make you look good!

Splash screens serve another, more important 
purpose. A splash screen provides your user with 
something familiar and pleasant to look at while 
your scripts are performing very confusing and 
untidy-looking housekeeping chores and setup 
duties behind the scenes at startup. (If there is no 
gaudy martial arts movie going on during your 
database startup routines, you are not yet ready for 
prime time.)

Regardless of the complexity of your solution, you 
absolutely will need a script(s) to run on startup. 
You don’t want your user watching all the jumping 
around and goings on while your solution readies it-
self for use. Have a splash screen, go to it right away 
in your startup script and then freeze the window 
so the user can’t see anything else happening. You 
will almost certainly have to add a pause script step 
that is three or more seconds long at the end of your 
startup routines, so the user doesn’t see the splash 
screen disappear too quickly. Also, add an About 
this Software script to the menus that your user can 
access. This script should take the user to the splash 

on all the layouts. If he says he doesn’t, count on 
him changing his mind later.

Make certain you have at least two, possibly more 
versions of the logo. You need low resolution (96 
ppi) color for your FMP layouts and for possible 
web use. You also need both high definition color 
and high definition B&W for printing reports and 
other likely uses.

Get the logo now. Imagine building 100 layouts 
only to discover that your layout colors clash hor-
ribly with the client’s logo. ‘Nuff said?

Flashing
Sometimes, when you change record selection 
within a layout or perform other tasks, certain items 
on the layout will flash. That is, they will blink in 
and out of view. This is unacceptable and can have 
several causes. It is usually easy to fix, but fix it re-
gardless. Professional software does not flash, ever.

First, make liberal use of the Freeze Window script 
step. Use it at the beginning of all your scripts. It 
can’t hurt anything and will save you a lot of bug 
hunting later. (Caution: on the Windows platform, 
this step can actually cause worse flashing. Test it.)

Flashing is sometimes caused by another object 
over- or under-lying the edge of the layout object 
that is flashing. Move the flashing object around to 
see if that stops it. Just remember, you cannot allow 
object jumping in order to get rid of flashing.

You can often stop flashing by placing a simple, 
borderlesss filled box of the same color as the back-
ground underneath the flashing object.

Always Have a Splash Screen
Every professionally built software solution has a 
splash screen. It looks professional, provides infor-
mation to the user about what the software is, who 
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will be displayed. Make sure there is some text and 
graphics on the layout.

Don’t forget about laptops. When a window size 
turns out to be too large, it is usually a laptop that 
is the culprit and more often than not, a Windows 
laptop. Some Windows users will have visible bars 
at the bottom of their screens that others do not. 
Don’t assume Mac users don’t have similar issues. 
Take all possibilities into account.

Not much will make you look worse than the CEO 
of the company having to scroll your database win-
dow on his laptop every time he wants to see all of 
a layout! (Remember, never make a user scroll to see 
anything, unless and only if, he is scrolling up and 
down in a report generated in a temporary, second-
ary window, never in your main window.)

Select a window size that will look best on the 
smallest, lowest resolution screen that will be used. 
Adjust the window size of your mock-up until it 
fills the screen exactly. (Make certain the status area 
and any other FileMaker bits and pieces you will 
not have users see in the final product are not show-
ing. Also make sure that any features you will allow 
users to show/hide, are showing.) Then see how 
that window looks on the other machines. Some 
adjustments may have to be made to the resolution 
or types of monitor the client is using. You certainly 
don’t want to select a window size that looks good 
on an old low-resolution 15-inch monitor. It will 
look terrible on everything else. Don’t be shy about 
telling the client he needs a new monitor.

You will run into employees who are stubborn about 
changing the resolution of their monitors. Theirs 
may be the only machine that does not display your 
solution correctly. You may have to add steps in your 
startup script that check for monitor resolution and 
adjust layout magnification accordingly. This often 
results in less-than-optimally displayed fonts and 
graphics, but compromises may have to be made.

screen and then pause indefinitely so he can see the 
information there whenever he wishes. When he 
hits Enter, resuming the script, he should go back to 
the layout he was on prior to the spash screen.

After you have finished building your splash screen, 
select everything on the layout (except web and 
email links), group it all and turn it into one giant 
button. Attach this button to a script that has one 
action: Resume Script. This is necessary for users who 
will start clicking everywhere because they don’t 
realize they can just hit the Enter button.

Show your splash screen on startup and again at 
shutdown/logout. If you’re doing things right, you’ll 
have more scripts grinding away then too.

Determine Window Size Before Creating Layouts
This one can cause you an unbelievable amount of 
unnecessary work, and it is so simple to avoid.

Novices invariably start a project without think-
ing about window size. They usually just use the 
size FileMaker presents to them when a new file is 
created. This can result in having to redesign every 
single layout when the project is presumably done. 

At one time this was less of a sticking point because 
most computers had 15 inch monitors and all had 
pretty much the same resolution. Today, things are 
different. Monitors come in a variety of sizes and 
offer many different resolution settings. You will 
especially run into this difficulty if the monitor on 
which you are developing the project is substantially 
different in size and/or resolution from the monitors 
your client will use.

Do not pick a window size for your project at 
random. Find out what monitors and resolution 
options your client has and is likely to have in the 
future. Make a mock-up database file with a few 
layouts of different sizes and check them to see how 
they look on the different monitors on which they 
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you have a compelling reason. They are more often 
sources of confusion rather than help. If you can’t 
look at an icon and immediately know exactly what 
it is for, without needing a tool tip, don’t use it. After 
all, if you need a tool tip, then exactly what purpose 
does the icon serve?

Finding Waldo
If this title doesn’t make any sense, you are too 
young (or perhaps too old) and should be doing 
something else, rather than reading all this dry, bor-
ing database stuff.

Waldo was (is) a very popular series of children’s 
books that consist of highly detailed and complex 
drawings in which the goal is to locate a character 
named Waldo in a sea of other characters and com-
plex background details. (It’s kind of like throwing 
a gross of paper clips on the floor and then asking 
you to find the bent one.) If you find Waldo in the 
picture, you win! OK, maybe not too exciting, but 
kids seem to love it.

Your clients may like playing Find Waldo at home 
with their children, but don’t ask them to do it at 
the office, in your database.

Virtually every FileMaker newcomer goes down 
this road and a lot of so-called seasoned developers 
make exactly the same mistake…

Don’t cram your layouts with too much data and too 
many things to look at. If your user can’t take one 
glance at a layout and immediately know where he 
is, what he’s doing and why he’s doing it, the layout 
is probably too crowded. By that I mean, ineffectual.

Take a good look at any book or magazine (skip 
Wired; they break all the rules and the headache 
you will get from reading it proves my point). 

Notice how much of the page is white space, that is, 
contains nothing? In order for the human brain to 
be able to easily digest a page, any page, there must 

Once you have selected an optimal window size for 
your solution, remember that every layout in your 
solution must be precisely the same size, to the pixel. 
Otherwise, you will have scroll buttons popping 
in and out of existence, and layout parts jumping 
all over. Every square millimeter of every layout 
must be adequately available to every user on every 
machine, all of the time, without having to move or 
scroll windows.

Stay Off the Button and Graphic Bandwagon
One of the first things FileMaker newcomers 
will find once they start searching the internet for 
FileMaker related web sites is a plethora of buttons, 
graphics and layout schemes and themes available 
either free or for a nominal fee (some, not nominal).

These are great resources and can be tremendous 
time savers when designing layouts, but beware…

It is extremely easy to get carried away (many ready-
made graphics packages come pre-carried away), and 
create a layout scheme that is too top heavy1.

Remember that your database is about the data it 
contains, and not about the graphics used to build 
your layouts. If the user’s attention is drawn to the 
graphics and away from the data, you have used too 
much eye candy.

The graphics used to build your layouts should draw 
the user’s attention directly to the data and the tools 
used to manipulate that data, not to the graphic 
scheme itself. Save the wow graphics for your splash 
screen and tone it down by 99% for the rest of your 
layouts. And remember, big splashy graphics not 
only detract from the data, they also take up a lot of 
real estate on the screen, something you’re going to 
need for your data.

Icons in particular are very popular, and huge 
wasters of screen real estate. Don’t use them unless 
1 My personal term for a solution loaded down with complex graphics, clever ideas and just 
plain junk not related to taking good care of the data in the database. 
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they each find the same selected tabs (your custom 
tabs, FMP’s tab objects or AutoNavigator’s tabs, any 
and all) and the same displayed records, when they 
return to a layout they used just a few minutes ago.

And if you have a multi-level tab system, make 
certain when users click on higher level tabs that 
they see the same lower level tab selection they had 
when they last visited that section. In other words, 
wherever your user wishes to go, make certain he 
sees exactly what he saw the last time he was there, 
on every layout, every time… no surprises. After all, 
when you click the back button in any software pack-
age, you expect to see exactly what you saw when 
you were there a minute ago.

Drilling For Oil
If you were around before the invention of the 
graphic user interface, you remember what using a 
command line interface was like... drilling for oil. 
Every time you wanted to get somewhere, you had 
to drill down to it, then drill back out.

If you were using a database, it was the same thing... 
drill down to what you needed, then drill back out 
again. Despite the advantages of a graphic user 
interface and the option of creating aliases/shortcuts 
to get to wherever you need to go, some databases 
are still designed by would-be oil tycoons. They just 
love to drill.

Well, users don’t like to drill. Don’t force them to 
go through layout, after layout, after layout to get 
where they want to go, and then back again, adding 
insult to injury. (This is another reason why a prop-
erly built tabbed interface should always take a user 
back to the last layout he was on and the last record 
he was viewing when he left that section.)

If your users have to do a lot of tedious drilling, 
then you’re not thinking outside the box and you’re 
making them pay for it. Find another way. One way 
is via quick entry windows (used very sparingly). 

be a lot of white space and the rest of the page must 
be neat, orderly and immediately make sense.

Spend an afternoon at the library reading a good 
book or three on page design. These folks know 
what they’re talking about. Pay attention to them.

Novices put too much on a layout because they don’t 
know any better (now you do), but the reason more 
advanced developers do the same thing is laziness, 
not ignorance.

Keeping layout clutter to a minimum means creat-
ing more layouts. Creating more layouts means add-
ing to the navigation system in your solution. This is 
time consuming and tedious, tempting developers to 
just cram everything into fewer layouts.

Tough! Create the additional layouts anyway. If 
you don’t like the tedium of adding new layouts to 
the navigation system, buy AutoNavigator (brazen 
plug). It can add your new layout and all the naviga-
tion code you need for it in a few seconds. (Think of 
it as a headache remedy.)

Always Return Your User to Where He Left Off
If you found lady’s lingerie the last time you got off 
the elevator at the third floor, you will be very dis-
oriented the next time you get off the same elevator 
at the same floor, to find yourself in sporting goods.

Be sure to keep track of what layout and record 
every user was on when they logged out, so you can 
return them to that same layout and record when 
they log back in. Nothing will disconcert a user 
faster, especially if he is accustomed to working in 
only a subset of your database, than to find himself 
in unfamiliar territory every time he logs in. His 
experience should always be the same...

First he sees the splash screen, then he sees every-
thing exactly the way he left it. No exceptions.

Also be certain that as your users change layouts, 
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A button pops open a small window that lets users 
quickly enter or alter some small bit of data without 
having to navigate to some other layout.

With the advent of menu controls, first offered in 
version 8 of FMP, even more options are available 
for avoiding drill-down tedium, because a lot of 
buttons can be eliminated and replaced with menu 
items attached to shortcut key combinations.

Don’t Use FileMaker’s Buttons as Tabs
I used to advise people not to use the button objects 
built into FileMaker at all but rather, to use custom 
made graphics instead. I have mellowed a bit in this 
regard but I still advise...

Never use FileMaker’s button objects as tabs, unless 
you hide the bottom half of the button from view so 
they actually look like a tab. Buttons perform tasks, 
tabs take you to other layouts, or at least to what 
appears to be another layout. If users can see all of 
your tab/button, then they will think they are look-
ing at a button and will be confused. Tabs are always 
cutt off at the bottom (or side, or rarely, the top).

The problem with using buttons as tabs is that you 
have to alter the fill on each layout to indicate which 
tab is inactive and you must connect each button 
to scripts individually, which can be a major pain if 
you have a lot of tabs and layouts. It is ironic that 
FileMaker’s buttons actually look better as tabs than 
as buttons, but the bottom line is, they do not lend 
themselves all that well to either purpose. 

The exception to this is when you need an invisible 
button. Then FileMaker’s built-in button object is 
perfect. Just turn off line and fill and you’re done.

Be Sparing With Graphics
It is nice that you can put so many different kinds of 
graphics into FMP solutions for buttons, back-

grounds, etc., but be forewarned…

The graphics you build in FMP, using FileMaker’s 
own tools, are stored as mathematical descriptions 
and are fast and easy to transfer over a network and 
to draw on screen.

Any graphics you import, or paste, into an FMP 
solution are stored as bitmaps. They are larger, much 
slower to transmit over a network and take longer 
to draw. If you know your database will be used 
over a network, use as few imported graphics as you 
possibly can. One, your client’s logo, is ideal. Your 
solution will be faster and cleaner. This does not 
mean you can’t use any. Just be very stingy.

If your solution is slow over the network, start strip-
ping out non-FileMaker graphics until it speeds up. 
Faster is always better than prettier.

Rather than clutter your layouts with a lot of 
memory-sucking custom tab/button graphics, put 
just one in a container field and display it with calc 
fields that reference it. Use invisible FileMaker but-
ton objects over the top of these container fields to 
trigger your scripts.

Comments
If you are designing a database solution you are 
most likely doing so for a client. That client may not 
know anything about color, layout design, etc., but 
he will most assuredly know, if only on a subcon-
scious level, when he is viewing something that is 
visually unsettling. If you present your client with 
an amateur hour of, confusing fields and buttons or 
tools located where he has never seen them before, 
he may very well reject your services, even if he can’t 
quite explain to himself why.

Learn the conventions of style, design and place-
ment and stick to them. Always remember that you 
are trying to build a database, not re-invent how 
software looks and behaves.
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Also, always remember this universal truth of soft-
ware development...

It is much easier for attractive, intuitive, yet poorly 
designed software to be successful, than it is for 
good software with a confusing and Angry Fruit 
Salad interface. I have seen no commercially suc-
cessful Angry Fruit Salad software. I have seen 
lots of software with a good interface and terrible 
underlying code do quite well.

Apple’s Human Interface Guidelines
When it comes to proper design of graphic user in-
terfaces, Apple is the undisputed expert. If you wish 
to learn more,  you can take your fill here:

http://developer.apple.com/library/
mac/#documentation/UserExperience/Conceptual/
AppleHIGuidelines/Intro/Intro.html

Naturally, I can’t know how long that URL will be 
good, but you can always search the internet for 
Human Interface Guidelines to find it anew.
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plans you make will be more accurate and detailed.

While you build your project, and discover short-
comings or errors in your design, update the design. 
Don’t just make changes to the software and forget 
to change the written design. Keep it current with 
what you are really building, so that when the 
project is finished, your written design is an exact 
description of the project. This way, when you are 
done you will have much of the project documenta-
tion already finished.

The reason most novices avoid designing databases 
on paper first is that they don’t know how to do it. 
Because FileMaker is superficially so simple, it is 
much easier and more tempting to start coding right 
away than to take time to tackle something not 
nearly as appealing and perhaps completely foreign. 
Every growth process has its painful stage and this 
is it. You have to go through it or you won’t get 
where you want to go.

Fortunately, there are a number of books available 
on software design and one of these will almost cer-
tainly help you get started. Also, do a Google search 
on the phrase software project plan. This will provide 
lots of interesting and helpful information. Reading 
other people’s plans can be quite useful. In the mean 
time, here are some initial guidelines to follow:

Create a Requirements Analysis document. This 
is simply a detailed description of what the client 

3 Database Design

Don’t Build a House Without a Blueprint 
Novice developers want to get their hands dirty 
right away. That is understandable. FMP is cool! It 
is also deceptively simple to use and the temptation 
to start building something right away is irresistible.

DON’T DO IT!

This is advice almost every novice developer both 
receives and ignores. And it is what gets them into 
more trouble than anything else.

A software project is like anything else you con-
struct. It has to be properly designed first or it will 
not turn out well. (And by not turn out well, I really 
mean complete and utter useless disaster.)You wouldn’t 
think of building a house without a plan, why would 
you consider building something perhaps even more 
complicated with no plan at all?

Resist the urge to dive right in and instead, take a 
few days to draw up a careful and detailed plan of 
exactly what the software will do and more impor-
tantly, how it will do it. To the beginner, this seems 
like a lot of extra time, but it is not. It is a time saver.

Make the plan sufficiently detailed that you can sit 
down at the computer and follow it precisely as you 
build your database(s). The first time or two you do 
this, you will find that your plan does not include 
many of the things you discover you need. It will 
also include a number of things that need to be 
changed. This is normal. As you gain experience, the 



20 | White Paper for FMP Novices

items in invoices, meetings, addresses, phone num-
bers, etc. And each object can own other objects. 
Contacts can own several addresses and invoices can 
own a line item for that invoice, but an invoice can-
not own an inventory item. A meeting object can 
own a time slot in your calendar, several attendees 
(contacts), a lecturer (another contact), and an hour 
in a specified meeting room (but not the meeting 
room itself; a meeting room is an object which owns 
its time slots), etc. See how easy this is when you 
approach it from this perspective?

In object-oriented programming, each object has 
attributes (a contact has a last name) and functions 
(things it can do with or to the attributes it contains, 
like calculating a total for a line item in an invoice). 
This aspect of the object-oriented perspective is also 
helpful when thinking about designing a solution in 
FileMaker.

If you get into the habit of thinking in object-
oriented terms, you will find that designing your 
solution is easier, faster and more accurate.

Include in your design, complete descriptions of 
how records will be displayed, searched, reported on, 
how you will navigate between layouts, in what ways 
users will have access to what records, etc. How 
these things are done will alter how you approach 
the structure of your database. If you don’t decide 
them until later in the project, you will have to alter 
or redo large amounts of work unnecessarily.

Based on all of the above information, design your 
layout set(s). When you start your project, build 
your layout and Navigation system first. This will 
help in many ways, including forcing you to see 
flaws in your solution’s design.

Design your solution with future requirements and 
adaptations in mind. Down the road your client 
may decide he wants added functionality that wasn’t 
mentioned at the beginning. When a client tells you 
he will never need feature X, you can bet your fee he 

needs the software to do, and under what circum-
stances. This is more difficult than it may appear, 
because the client usually does not know what he 
needs. You must help him discover his needs. This 
can be a problem because clients who are willing to 
invest their money are often surprisingly unwilling 
to invest their time. It can also be difficult to make 
a client realize you cannot gain an understanding of 
his needs by osmosis and must ask a lot of questions 
and see his business in action.

Create a Use Case Analysis document. This is a 
description of exactly how the software will be used 
by each job category that will need to access it. For 
example, the sales department will need to see and 
do things completely different from the accounting 
department. You will have to know exactly what 
each user needs to see and how they will need to 
interact with the software. You cannot begin build-
ing your layout and navigation structure, until you 
know what each person (job description) must be 
able to do. This will also help you set up security for 
the software.

Build a detailed Entity Relationship (ER) diagram. 
(Search the web for examples of all of these docu-
ments.) An ER diagram is a representation of your 
tables and the relationships between them. This is 
actually not hard to do if you have already done the 
first two items above.

A more useful description of an ER diagram is that 
of a map of the real-world objects with which you 
will be dealing, and the connections between them. 
In fact, it is very helpful indeed to think in terms of 
object-oriented programming when designing and 
building your database(s) even though FileMaker is 
not an object-oriented programming environment. 
(A quick tour of an object-oriented programming 
primer should prove very informative.) Think in 
terms of each table in your database representing a 
real-world object. Contacts are real objects. Inven-
tory items are also real objects, as are invoices, line 
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A person is an object. If you are going to create a 
database of contacts, you are dealing with a person 
object, and you will require a person (or people, or 
contact, whatever you wish to call it) table. But the 
creation of a person table immediately implies the 
need for additional tables. People have addresses, 
phone numbers, email addresses, etc. These are not 
attributes of a person. A phone number is a separate 
object, not an attribute of a person (a person cannot 
comb his phone number). An attribute of a person 
would be age, eye color, height, weight, IQ, etc.

 These are not static; a person can go on a diet and 
change his weight, but every person gets one each 
of these attributes. A phone number or address 
can be transferred to another person or continue to 
exist after the original owner no longer exists, and 
a person can own an unlimited number of these 
objects. These things are separate objects that can be 
owned by a person object, but are not attributes of a 
person object. Therefore, if you have a person object, 
you need a person table, and by implication, ad-
ditional tables for phone numbers, addresses, email 
addresses and anything else a person owns but does 
not embody that you wish to track in your database. 
Simple, right?

Unfortunately, it’s not quite so simple. Just because 
an address is an object unto itself and is owned by a 
person object, doesn’t mean that having a separate 
table for addresses is necessarily the best approach 
under all circumstances.

If a person object in your solution will always have 
one and only one address (or two and only two 
addresses, but now we’re skirting the edge a bit), 
you can treat it as an attribute, even though it isn’t, 
and just add one set of address fields to your people 
table instead of creating a separate address table. 
This is perfectly legitimate procedure under the 
right circumstances. The difficulty lies in determin-
ing the right circumstances and this brings us to the 
big question that 99.99% of novice developers (and 

will later ask for it. For example, a client might tell 
you he only needs to track one address per contact. 
Create an address table anyway! If you design your 
software with this sort of possibility in mind, you 
will save yourself a lot of headaches.

There is more to designing your database(s) than 
can be covered here. The important point is that 
you must have a design and follow it. If you do not, 
the possibility that you will reach a roadblock that 
forces you to start over is extremely high. And even 
if you don’t run into a brick wall, it is extremely 
likely indeed that your database(s) will be far less 
efficient and useful than they could have been.

Your design documents should be sufficiently 
detailed and accurate that you can follow them like 
a set of step-by-step instructions. Your first one or 
two of course, will be more like Chinese bicycle 
assembly instructions. But you will improve quickly, 
and you’ll be glad you suffered through.

An Object Lesson
In the previous section I briefly discussed the sub-
ject of object-oriented programming. A while ago, 
one of my SOS clients made me realize this subject 
needed expansion in the White Paper, so…

You cannot adequately design a database without 
first having a complete object list. As explained, this 
is a list of the real-world (and conceptual) objects 
with which your database will have to deal. This is 
neither a simple task nor a trivial requirement and 
necessitates quite a lot of thought (and a pile of 
crumpled legal paper on the floor).

One of the hardest things to do is to learn to dis-
tinguish between an object and an attribute of an 
object. An object, with rare exception, requires its 
own table. An attribute only requires an additional 
field. Lets use the person object as an example as it 
is simple and easy to grasp (it gets much more dif-
ficult with other, less obvious object types).
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delivered to a customer and therefore this database 
also needs a people table and obviously, addresses 
for those people. But a newspaper can only be de-
livered to one address, customers will seldom need 
to be contacted by phone or email, and notes will 
consist of little more than directives to carriers to 
stop braining the cat with the Sunday supplement. 

This solution is about delivery routes, not contacts, 
and although it might make sense for addresses 
to be a separate table to facilitate route planning, 
phone numbers, email addresses and notes are not 
central to the main purpose of the database and 
even people will have a secondary role to addresses 
and routes. The solution is about delivery routes, not 
people. Therefore all the information relevant to a 
person would probably be best contained in a single 
table. Separate tables for addresses, phones, email 
addresses and perhaps even notes are just not as 
central and may actually hinder the functionality of 
the database.

Once you have determined what your solution is 
about, it will be easier to create an accurate list of 
objects with which that database must deal. If you 
are uncertain whether there should be a separate 
address object, list it as an object, indented under 
the person object, so that you know its status as a 
separate object is temporarily in limbo.

A detailed object list will go a long way toward in-
forming you about what you need to build and why. 
It may be a huge pain to come up with an adequate 
list, especially the first few times you do it, but it will 
be an enormous help not too much further down 
the road and will contribute significantly toward 
keeping you out of trouble.

The simple yardstick is: long list good, short list bad.

Let’s go back to the example of a customer database 
for a sales force. A list of objects a novice might 
come up with could look something like this: 

a frighteningly large percentage of more advanced 
developers who ought to know better) never ask 
themselves.

That question is: What is your solution about?

This is not flippant or superficial. It is probably the 
most important question you must answer before 
opening a shiny new FMP file and adding that first 
new field. Get this question wrong, or fail to answer 
it at all, and you will quickly find yourself coded 
into a corner with no exit. There’s nothing more 
humiliating than having to start a project over from 
scratch because you missed a fundamental concept.

Let’s take a hypothetical situation where we have 
two different database projects destined for two 
different clients. Both solutions have substantial 
similarities in that they contain tables for people, 
addresses, telephones, email addresses and notes. In 
the first solution this list of tables is correct for the 
type of solution created, in the second it is not.

The first solution is a database of customers and 
potential customers for a sales force. The database 
is about the contacts (I’m leading you down the 
garden path a bit here; you’ll see why shortly). Sales 
people want to know everything they can about 
their customers, tracking all available addresses, 
telephone numbers, etc., so that they can reach them 
on vacation, when they’re asleep, in the bathroom, at 
the cemetery burying grandma...

Such a database would be required to do a lot 
of reporting, much of which is going to involve 
searches and sorts of addresses, phone numbers, etc., 
all of which is simpler and more efficient if these 
bits of information are contained in separate tables. 
The solution revolves entirely around customers, 
the objects possessed by those customers, interac-
tions with those customers and the results of those 
interactions.

The second solution is a database for planning 
newspaper delivery routes. Newspapers have to be 
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Sales people save a lot of time and work by using 
canned material. Generic prepared letters, emails 
and even telephone scripts. It is much easier to plug 
a page of boilerplate text into an outgoing letter 
or email, then alter it to suit the particular recipi-
ent, than to write every single communication from 
scratch. So we will quite obviously need a Boiler-
plate object if our database is going to meet the 
needs of our sales staff.

Assuming we have multiple sales people and they 
don’t all have access to all the customers in the data-
base (customers are usually assigned to, and jealously 
guarded by, sales people) we need a way to assign a 
customer to a sales person. Oops, our list of objects 
doesn’t include sales people. It also doesn’t include 
any administrative staff; people who will have ad-
ditional access to the database. We could change the 
concept of the Customers object to a People object 
and make customer, sales person and staff member 
attributes of the People object but this could mean 
considerable extra coding with regard to keeping the 
sales staff from seeing each other’s records and other 
personnel data to which they should not have access. 
So a separate Staff table is almost certainly required.

We now have the following objects:

• Customers
• Telephones
• Addresses
• Email Addresses
• Notes
• Contacts
• Boilerplates
• Sales People
• Staff

 
Customers do not exist in isolation. They are re-
ferred by others, refer others and have associations 
with others. Salesmen need to know these things, 
especially if they expect to keep existing customers, 
because a referral without a thank you is the last 

• Customers
• Telephones
• Addresses
• Email Addresses
• Notes

 
This is a great start, but it will not be adequate. Af-
ter all, there’s not much you can do with just these 
objects. Assuming your sales force does their job 
well, they will contact these customers frequently. 
They can hardly record every contact in the notes 
table. That would be unmanageable and isn’t proper 
database design anyway. A Contacts (meaning inter-
actions in this case) object is going to be a must and 
in fact, may well cause you to reconsider the previ-
ous answer to the question, “What is the solution 
about?” (see garden path above). Your database may 
actually be about the interactions of sales staff with 
customers, rather than the customers themselves. 
You will have to decide.

Any time a customer is telephoned, sent an email or 
written a letter, a contact has taken place. Because 
the purpose of this database is to assist a sales force, 
and they can only do their job if they contact po-
tential customers, all three of these communication 
types must be tracked.

Now we must decide whether or not phone calls, 
emails and letters are separate objects, or all just dif-
ferent flavors of contacts. This depends on what type 
of reporting will be required (in software develop-
ment, you generally code the reporting last, but plan 
it first). For simplicity, we’ll assume all three types of 
communication are different flavors of the contacts 
object. This means we’ll need a contact type attri-
bute for each Contacts record. 

In addition to outgoing communications, there 
are also incoming letters, emails and phone calls, 
necessitating an incoming/outgoing attribute for the 
Contacts object.
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Our object list is now as follows:

• Customers
• Telephones
• Addresses
• Email Addresses
• Notes
•  Contacts
• Boilerplates
•  Staff
•  Referrals
•  Groups
•  To Dos
•  Calendar (intentionally over-simplified)
•  Sales
•  Products

 
We could go on considerably longer as this list is 
by no means complete, but I think this is adequate 
to make the point. Coming up with an object list 
is one of the first steps to informed design of your 
database and requires a lot of thought. You cannot 
create a complete object list until you know exactly 
what your solution will and will not be required 
to do. Once you have this list you are then better 
prepared to create a list of tables. (Not all objects 
become tables, but they always remain objects at 
least in concept.)

Having this list not only helps you to determine 
what you are going to build, but also how to build it. 
It is essential.

Reports – Build Them Last, Design Them First
This document talks a lot about the preparation you 
must do prior to adding that first field to the first 
table. Lots of documentation, planning and design 
are required. The initial preparation for a project 
can be very frustrating. This is absolutely the most 
difficult thing for novices to do and the reason so 
many simply throw up their hands and start coding 
without laying a proper foundation.

referral. Therefore the solution will require both a 
Referral object and a means of connecting custom-
ers to each other via a Group object (for example, 
grouping all members of the same family together). 
So we need to add these to our list.

Salesmen are notorious for being forgetful. Any 
communication to or from a customer implies 
another communication. If a sales person called a 
customer who wasn’t in, he must remember to try 
again within a certain time period. If he receives a 
letter from a customer, he must remember to answer 
it before the paper turns yellow and crumbles. This 
strongly implies the need for a To-Do object. To-
do’s must be accomplished (generally) by a certain 
date and or time, which implies a calendar and the 
several objects which that immediately suggests. 
Dealing with customers also means appointments; 
further justification for a calendar. For the sake of 
simplicity we’ll turn a blind eye to all that a calendar 
implies in the way of additional objects and just 
lump them all together into one Calendar object.

People who have made a purchase tend to even-
tually make another purchase. In fact, salesmen 
generally make much more money from previous 
customers than from new customers. If you sell cars, 
you know that people tend to purchase a new car 
every few years: let’s say two. You also know that 
people are very unlikely to purchase a new car today 
if they just purchased one last week. You don’t want 
to miss contacting someone who bought his last car 
two years ago, or risk annoying someone who just 
bought a car from you on Tuesday. You also don’t 
want to offer the latest two-seater sports car to a 
guy who always buys pickup trucks. This means 
you’ll need a Sales object and a Products object. Even 
if you are going to do all your billing, bookkeeping 
and inventory control in another software pack-
age, reserving this database strictly for information 
related to making sales, your sales staff will still need 
to know what they sold, to whom and when, and 
what they can potentially offer for sale.
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categories. Finally, he wants to store multiple phone 
numbers and addresses for each person and to see a 
phone number and address for each person on the 
aforementioned reports.

Just this little bit of information tells you a great 
deal about how your database must be designed and 
you can see it all from the perspective of reports.

Your first inclination with regard to categories 
might be to create a hard-wired initial value list 
with the option for users to edit the list set to on. 
The problem with this is that when users are al-
lowed to edit a hard-wired value list, they can edit 
any part of the list (or even delete the entire list), 
including entries that have already been assigned 
to people previously entered into the database. If 
someone changes customers to clients, your reports 
suddenly break because there are now two categories 
of people (customers and clients) who are really the 
same. But your client wants to do exactly this. He 
wants to be able to make this change and yet have 
reports remain consistent.

A value list drawn from the contents of the field 
won’t work either, because this allows users to create 
new values for categories simply by inventing one 
on the spur of the moment or by misspelling one 
that already exists. Reports break again. In addition, 
your client will undoubtedly want only authorized 
personnel to be able to add a new option to the 
categories value list.

This should make it immediately obvious that you 
need a separate table to contain this list of values 
that is accessible only in the administration section 
of your solution. (It also tells you that you need an 
administration section.) Each record in this new 
table must contain a non-modifiable identifier 
key field and of course a text field to contain the 
category value. Users must also not be able to delete 
the text from one of these fields if it has already 
been assigned to at least one person, and they can-
not duplicate an already existing entry.

It’s easy for someone like me to smugly say, you have 
to design your solution first. It is quite another thing 
for a novice to do it, or even know where to start. 
That question is one of the few in database develop-
ment that actually has a hardwired, useful answer. 
 
Start at the end! 

The one thing all FMP solutions have in common is 
reports. Your client wants to see reports. He wants 
to be able to view and print his data from a variety 
of different perspectives. He may want to see a list 
of contacts sorted by zip code, another by age and 
yet another by sex. He may also want to print thou-
sands of mailing labels.

A thorough understanding of all the types and 
forms of reports your client requires will go a very 
long way in helping you to determine how to design 
and build your solution. And, asking your client for 
a detailed list of all the reports he will want, with all 
the minute variations, is the best way to get focused 
input from your clients that you might otherwise 
not be able to extract at all.

The best way to create a proper plan of action for 
any project is to first know where you are going and 
in database development, that means reports.

Compile a complete and detailed description of all 
the reports your solution will be required to produce 
and refer to it frequently while designing your solu-
tion. This will help immensely. Here’s an example…

You have a client who wants a people database 
where he will store contacts, customers, suppliers, 
etc., a wide variety of different classes of people. 
He wants to be able to assign each person in this 
table to one of these categories. But he wants to be 
able to create his own categories, rather than have 
them hard-wired into the system, and he wants 
an unlimited number of categories. He also wants 
reports that give him a printed list of people sorted 
by category, or a list of people in randomly selected 
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two tables furthest down the line.)

There are a number of possible solutions to this 
conundrum, depending on your client’s reporting 
requirements.  One possibility is…

Set up your address and phone number tables so 
that there is a field to mark an address as the prima-
ry address or phone for each person. This could be a 
checkbox in each address and phone number portal 
with a script attached that un-checks all other rows 
in the portal and checks the one in question. Check-
ing an address or phone number row as the primary 
related record puts a 1 (one) into that field (create a 
hard-wired value list called One that contains only 
the number 1[one]). A global calc field set to always 
contain a 1 (one) in the people table establishes 
the primary key for the relationship. These have to 
be multi-key relationships or each people record 
will see all the primary address and phone number 
records for all people. Now you need to add the pri-
mary key and foreign key ID fields to the relation-
ship and you will have established new relationships 
for primary addresses and phone numbers.

To clarify; in addition to the traditional relation-
ships between your people table and the address and 
phone tables (primaryKey >> secondaryKey), you’ll 
need another, multi-key relationship for each:

PrimaryKey >> secondaryKey

GlobalCalcField >> primaryAddressMarker (both 
fields containing a 1 [one])

PrimaryKey >> secondaryKey

GlobalCalcField >> primaryPhoneMarker (both 
fields containing a 1 [one])

Call these two relationships PrimaryAddress and 
PrimaryPhone. Now to create your report you only 
need to select the appropriate records in the people 
table via traditional means and print from a layout 
showing people records. This layout will contain the 
name and category fields from the people records 

The categories contained in this table must be as-
signable to people via their identifier key field rather 
than the text field, because the text field can be 
altered at will by the administrator. (The category 
value list used to assign categories to people can be 
drawn from the identifier field, but set to show only 
the text field.) Since categories are assigned to peo-
ple via the identifier key field, changing the category 
text in the admin area immediately changes the 
text that appears in the category field on all people 
records, and keeps your reports from breaking.

Having solved the problem of administrative chang-
es to the categories list breaking your reports, you 
now have to face the problem of the phone numbers 
and addresses required on those reports.

You client has already told you that he wants to 
track multiple phones and addresses for each person. 
This implies a separate table for each and immedi-
ately causes several problems with regard to reports. 
Let’s further complicate the problem by stating that 
the client wants multiple phone numbers, addresses 
and categories (home, office, vacation, etc.) for each 
phone number and address, for each person. Of 
course, he only wants to see one address and one 
phone number in his reports, which raises the ques-
tion, which phone number and which address?

The report previously mentioned was people (their 
names) sorted by category. Both of these fields are 
contained in the people table. But phone numbers 
and addresses are stored in their own separate tables. 
The rule of thumb when creating a report is to go 
to the furthest table in the relationship hierarchy. 
But you have a problem here because there are two 
furthest tables, phones and addresses. You can’t 
exactly go to both of them, and neither of them 
contains the name or category fields in the people 
table, which fields are the primary concern of the 
report. (You can put them there with lookups, but 
this brings its own problems with data-integrity 
control and still doesn’t solve the problem of having 
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On the layout originally designed for the report in 
question, duplicate the address and phone fields 
and place them exactly over the top of the original 
address and phone fields, changing them to the two 
relationships shown above (be sure the overlaying 
fields are set to no fill so the fields under them can 
be seen if they are the fields required).

Now you have overlaying address and phone fields; 
one set of fields for the original relationships to 
show primary addresses and phones, and the other 
for the new relationships that show these items via 
selected address and phone categories. To make it 
work, your scripts simply have to put the right num-
bers into the global fields in the people table.

If you want to see the primary address and the 
home phone number in the report, put a 1 (one) 
in the primary address key field, a 0 (zero) in the 
primary phone key field and a 2 (if the record ID 
number is 2 for that option in the phone categories 
table) into the GlobalPhoneCategoryKey field in 
people. By turning these relationships on and off 
and changing the number in the GlobalAddress-
CategoryKey and GlobalPhoneCategoryKey fields 
you can show any combination in your report.

The point of this section is not the how-to aspect 
of the foregoing, but rather to demonstrate the fact 
that the type of report the client required allowed 
us to determine in advance the proper design for 
this portion of the database. This is a very simple 
example involving only one report type.

The detailed list of reports mentioned previously, 
compiled at the outset of a project, will provide ex-
ponentially greater insight into the necessary design 
for your database.

So if you’re stumped with regard to designing your 
database, before you start coding, or do anything 
else, enter through the exit. Let your reports show 
you the way to begin designing your database.

and related fields from the PrimaryAddress and 
PrimaryPhone relationships.

This is all easy to do and works great if your client 
only wants reports showing the primary addresses 
and phone numbers for his people table. But what 
if he wants reports that can show any combination 
of address and phone number? What if he wants to 
see a report that shows home addresses and office 
phone numbers, or primary addresses and home 
phone numbers, or office addresses and primary 
phone numbers?

Remember the discussion about creating a separate 
table to draw on for the categories field in people? 
Since your client wants the same category versatil-
ity for addresses and phones, you will need to create 
the same kind of tables there. But remember, we 
actually populated the category field in people with 
the ID numbers rather than the text values from 
the categories table so that when the owner changes 
the text of a category name it automatically changes 
the text everywhere else. If we do the same thing 
for addresses and phones, then the category fields in 
the addresses and phones tables will actually contain 
numbers though they display text; ideal for a simple 
relationship!

Change the global calc field mentioned previously 
to two global number fields so you can turn the re-
lationships on and off via script by setting the fields 
to one or zero.

Create two more relationships from people to ad-
dresses and phones:

PrimaryKey >> secondaryKey

GlobalAddressCategoryKey >> addressCategory 
(field contains the category number)

PrimaryKey >> secondaryKey

GlobalPhoneCategoryKey >> phoneCategory (field 
contains the category number)
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simply select New Record from the Records menu can 
be disastrous if certain housekeeping tasks must be 
performed before, during or after the creation of a 
new record (extremely likely). This is often the case, 
and most of the other options in the normal File-
Maker menus must be off-limits for similar reasons.

If you have carefully controlled navigation between 
layouts using buttons and scripts, then you certainly 
do not want users to have access to the Layout 
popup menu in the status area. True you can set 
layouts to not show in that menu, but that violates 
one of the basic rules of software design: don’t let 
the user see something he can’t use and for which he 
doesn’t understand the purpose. If you have scripts 
that navigate between layouts (and you should), 
then sooner or later you will also incorporate steps 
in those scripts that perform vital tasks before leav-
ing the layout or upon arriving at the new layout, 
making it impossible to permit enduser access to the 
Layout popup in the status area. 

This is also true of the little book icon in the status 
area. This icon allows users to navigate between 
records (or layouts) freely, but that book is there for 
you, the developer, not your end-user. For your end-
users, you want to control navigation with scripts.

There are so many ways an end-user can throw a 
wrench into your database if he has access to menus 
or the status area, that this rule really doesn’t have 
any exceptions: Lock users out of everything and 
replace all those functions (if needed) with scripts 
and custom menus.

This advice is not (at least until recently) without its 
problems however. Locking users out of the menus 
violates the design rule mentioned above. Users 
can see the menus and the grayed-out selections 
in those menus, but they can’t use them and won’t 
understand why they are there.

This had been a major complaint among FileMaker 
developers since version 1, not to mention a signifi-

Lock Users Out of Everything
This is a big one. It is one of the most significant 
traps for the beginning FMP developer, and virtu-
ally everyone falls into it. Falling prey to this will 
cause you many, many extra hours of work and frus-
tration, and very possibly the loss of all your data.

FileMaker can be used to build anything from the 
simplest single-user (you) database to the most 
sophisticated multi-user system. It lends itself to use  
by novice and professional alike. However, none of 
the literature I have seen explains this vital informa-
tion to the novice...

If you are building a database for your personal use, 
and no one else will have access to it, then nothing 
under this heading applies (sorta). But if even one 
person aside from yourself will access your database, 
this may be the most important advice you’ll get:

FileMaker is a software development tool, not a 
pre-built solution. You will use FileMaker to build 
your own software. Therefore, there are software 
building tools in FileMaker to which the end-user 
(someone other than you) must never have access.

If you use an electric saw to build your house, you 
do not when finished, sit your child down in the 
house to play with the electric saw. If you are fond 
of your new house (or the child) you will put your 
tools away, out of reach. You must do the same with 
the dangerous tools you use in FileMaker.

The tools to which your end-users must never have 
access are virtually everything in the menus, and the 
status area.

If this shocks you, consider the alternatives…

The obvious things, like not allowing users to define 
fields or relationships are easy to understand. But 
there are some not-so-obvious things too.

Most of the items in the FileMaker menus must be 
made unavailable to the end-user. Allowing a user to 
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a new related note, or appointment, etc., to the same 
record, the problem can be easily scripted around. 
This is the kind of situation where a traditional ap-
proach to your database design is just fine. On the 
rare occasion when two users trip over each other, it 
will probably be a good thing, and one of them will 
just have to wait.

Consider this scenario however…

You are designing a parts database for an auto-parts 
chain. You will no doubt need a hierarchy of related 
tables something like this:

Manufacturer -> Year -> Model -> PartsGroup -> Part

With a traditional approach, your master record is 
likely to be the Manufacturer record. That is to say, 
the Manufacturer record is the record you will go to 
first, probably viewing the other information in fil-
tered portals while sitting on a Manufacturer record.

So let’s say you need a part for a Chevrolet and you 
access that record. Unfortunately, since the chain 
has hundreds of stores, all connected over the same 
network to the same database, it is very likely that 
dozens of other users will be attempting to access 
the Chevrolet record at the same time. But since 
you got there first, you’ve locked them all out. None 
of them can find the part they are looking for until 
you’re done. You can probably expect an angry 
phone call from your client.

However, if you build your database in such a way 
that it is impossible for two users to access the same 
record at the same time, yet both have access to all 
records all the time, your problem is solved. This is 
where a viewer table comes in.

Previously, I mentioned the concept of a preferences 
table and the fact that every solution should contain 
one, regardless of whether you initially think you 

cant sticking point for clients who didn’t understand 
why they were receiving seemingly incomplete solu-
tions containing menus that didn’t work.

With versions eight and later of FileMaker, de-
velopers finally got complete menu control, and 
no longer had to deal with the embarrassment of 
delivering software containing glaring violations of 
software design rules. 

Traditional Design vs Viewer Table
This is a very advanced topic, but nonetheless one 
that novices absolutely must know about before 
starting any project. The reason is that without this 
knowledge, you may put a great many hours into 
building a solution that cannot be salvaged. This is 
not an instructional on how to build a viewer table, 
but rather an explanation of what a viewer table is 
and how to recognize when one is needed and why. 
(If your database will not need to be accessed by 
multiple users you needn’t worry about this section.)

The crux of the problem is this:

In a traditionally built FMP database, if one of your 
users is altering a record, all other users are locked 
out of that record until the first user exits or com-
mits the record. This makes perfect sense, because 
you usually don’t want two users changing the same 
record at the same time. If several or more users fre-
quently need to access and modify the same record, 
or records related to it through a portal, at the same 
time, this may be a serious logjam for your solution. 
Here are a couple of examples:

If you have a contacts database that must be ac-
cessed by many people, chances are two or more 
people will sometimes be viewing the same contact 
record at the same time. But this won’t happen too 
often. Usually, the data in a contact record is reason-
ably static and most of the time people accessing 
the data don’t want to change it, they just want to 
view it. If two or more users frequently want to add 
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When a user logs into a solution designed with a 
viewer table, he is taken immediately to his own 
record in that viewer/preferences table, and there he 
remains, on that one record, his own, for the entire 
time he uses the database. (If there is no user record, 
one is automatically created by the startup script.) 
It will look to the user as though he is navigating 
at will throughout the database, but in fact, he will 
always be on the same record, in the same table.

No matter what layout he needs to access, regardless 
of what work he needs to accomplish, he is always 
in his own user record and always on a layout that 
shows records (his only) from the viewer (prefer-
ences) table. This way, no two users can possibly be 
on the same record at the same time, because each 
user is permanently locked into their own record.

How do users access data from the other tables in 
the database if they are always on the same record in 
the same table? Simple…

Assume for the moment that a user needs to access 
a customers table containing three fields: name, 
address and phone, and needs to change a phone 
number. A list of customers is shown in a portal 
on the user’s record via a relationship between his 
user record and the customers table. Clicking on 
one of the portal rows copies the customer info into 
matching global fields (name, address and phone) in 
the user’s record on the current layout. (This is best 
and most quickly done with a relationship and a 
lookup.) After the phone number is altered, the user 
clicks a commit record button, the script for which 
moves the data from the viewer table global fields 
back into the customers table (again, usually done 
with a lookup). And that’s it. That’s how a viewer 
table works. The concept is very simple, but this ap-
proach does have its drawbacks.

It is not nearly as simple to program as the above 
description makes it sound. Building a solution 
based on a viewer table is definitely more time con-
suming and requires very careful attention to detail. 

need it. Traditionally we tend to think of a prefer-
ences table as a noncentral table, that is, off to one 
side as it were. But a preferences table can also be 
the primary table for your database.

 

A viewer table is really just an expansion on the 
concept of a preferences table. In a traditionally built 
solution, your user will log in, be taken to the layout 
you want him on, viewing the record you want him 
to see, but never in the preferences table. Any glo-
bals for that user that need to contain information 
from the preferences table are loaded from that table 
(such as the ID number of the last record viewed), 
and your scripts and tables will access the informa-
tion in the related preferences table as needed.

The viewer table concept turns the preferences table 
into the primary table for your entire solution and 
the center of focus for all work done. In fact it is 
the only table your user will ever be in, regardless of 
how many layouts or tables you have. 

Traditional approach... 
Preferences table is secondary

Viewer Table (Preferences) is central and contains global fields for all modifiable 
fields contained in other tables

User will never directly access any table but the Viewer (Preferences) table



 DATABASE DESIGN | 31

table, one each for phones, etc. These relationships 
and their portals in the contacts table will behave 
exactly like relationships to separate tables. File-
Maker cannot tell the difference and you have saved 
a lot of space and time.

An even more practical use for tiered tables is for 
preferences. You are likely to have need for at least 
two different classes of preferences or settings data 
(however you prefer to look at it): one for users and 
one for the solution itself. You can store both of 
these, along with other commonly needed things 
such as graphics used in layouts, the same way as 
described above. Just create one relationship for each 
virtual table contained in the preferences table.

Multi-Dimensional Tables
The terms (not the tables) tiered, multipurpose, and 
multi-dimensional tables are of my own invention. 
These are concepts that to my knowledge had previ-
ously been known only to a very tiny handful of 
FMP developers and I have yet to see anyone else 
put labels on them. I apologize if there is in fact 

There are a number of things you must control that 
are not necessary in a traditionally built solution.

Since a viewer table based solution allows multiple 
users to edit the same record at the same time, all 
edits will be lost except those of the person who 
commits their record last. Of course, this too, like 
most other problems in FileMaker programming 
can be gotten around with some clever coding.

A new feature added by FMI in recent years made 
the viewer table based solution much easier, and far 
more elegant, though it is still an advanced-devel-
oper-only tool. With the advent of the Tab Object 
in FileMaker it is now possible to build an entire 
solution, even a complex one, on a single user layout! 
(Not counting report and hidden utility layouts.)

Tiered Tables (Multipurpose Tables)
Tiered or multi-purpose tables were more necessary 
in versions of FileMaker prior to 7, but are nonethe-
less still useful, and no doubt someone will find still 
more innovative uses for them in the future.

They are simply a way to turn one table into two or 
more tables. Let’s look at a simple example:

Again we’ll use a hypothetical contacts database. 

Let’s say that for each contact, you need to store a 
few phone numbers, some mailing addresses and a 
couple of email addresses. The traditional approach 
is to create three related tables; one for phones, one 
for mailing addresses and one for email addresses. 
But you know you will never have a great many con-
tacts, and it seems a waste to have three tables for so 
little related information.

You create one multi-purpose table and build three 
relationships (TO’s) to it from your contacts table. 
All of the fields you would have put into three sepa-
rate related tables are put into one multi-purpose 
table. The multi-purpose table has three foreign 
key fields and three relationships from the contacts 
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way, four (or as many as you like) dimensions of 
data can all exist in a single table. Using this tech-
nique, it is actually possible (though not necessarily 
a good idea) to build an entire solution with just a 
single table.

MC Escher Databases
Remember M.C. Escher? He made very popular 
drawings of impossible architecture where staircases 
went nowhere and perspective was skewed to say 
the least. They were complicated and made no sense 
at all. People loved them.

If the logic in your solution starts feeling like an 
M.C. Escher drawing, you are probably on the 
wrong track. This is a strong indicator that could 
save you a lot of headaches if you pay attention to it.

Simply put, if you have to do a lot of complicated 
and convoluted scripting or calc writing, especially 
if solving part of a problem seems to consistently 
create a new problem, this should be taken as a big 
hint there may be a basic flaw in the design of your 
database, or at least that particular area. (Remember 
the kid’s game where you smack the gopher’s head 
with a hammer and another head pops up through 
another hole?) Step back and take another look at 

proper terminology for these concepts of which I 
am ignorant (and would appreciate a heads-up if 
that is the case). Otherwise, consider them named.1

In a tiered or multipurpose table a parent table has 
multiple relationships to a single child table, causing 
the child table to act as several tables in one. 

In a multi-dimensional table, all the relationships 
involve just one table. It is similar to the tiered table 
concept, except that the parent and child tables are 
all the same, single table, instead of two separate 
tables. This is very useful for things like hierarchi-
cal portals and other techniques. Again, this is not 
a tutorial on what is a very advanced subject, but 
simply a brief description so that you know the 
concept exists and can determine when you might 
need such a tool.

In a multi-dimensional table there is a separate 
foreign key for each dimensional level such that, 
a parent record in the table can have several child 
records in the same table. Each child record can in 
turn have several grandchild records and each of 
those, several great-grandchild records, etc.

In the illustration above, all four of the table occur-
rences shown represent exactly the same table. This 
1 I wrote the above paragraph in 2005 and published the first version of this White Paper 
the same year. As yet, no one has come forward to tell me these table designs wete previously 
known by other names.
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Your web server and middleware software will be 
pointed at files with exactly the same name for three 
different clients, a recipe for disaster.

Always name your files in such a way that the file 
name also identifies the client:

• Larry_Contacts.fp7
• Curly_Contacts.fp7
• Moe_Contacts.fp7

In other words, the file name should always start 
with an abbreviated identifier for the company the 
file belongs to, or the project name, or both. No 
exceptions. This will also ensure that each client’s 
files will sort together in your web server’s folders, if 
clients have multiple files.

Don’t Mix Techniques
For everything you want to accomplish in FileMak-
er there are a variety of techniques or approaches. 
For example: if you want users to be able to find 
specific records in a table, you can use a traditional 
find approach, or you can create a universal relation-
ship from the table to itself, showing all the records 
in a portal where portal rows have a button over 
them that will navigate to that record. 

Whether you choose one of these or some other 
technique, be certain you use the same techniques 
throughout the rest of your solution. Don’t use one 
approach in part of your solution and a different ap-
proach in another. You will confuse your users.

Think Outside The Box
This has to do with the technical problems you will 
encounter as you develop your database, a subject 
this white paper is not really about, but which 
should perhaps be touched on here in a broad sense.

Most of the questions on the FMP related mailing 

your overall design. Anything that appears to be too 
complicated is likely to be conceptually incorrect.

Scripts can often be long and tedious. That’s OK. 
But beware of scripts that are long and complicated. 
The same is true of calculations. The more com-
plicated, the greater the likelihood of failure under 
various circumstances. Programmers have a term 
for this. It’s called spaghetti code and it refers to code 
that looks like a mass of spaghetti in which it is 
virtually impossible to follow one strand through 
its entire length. Bad database design results in 
spaghetti code.

Think about the answers you have received or read 
from FMP discussion groups and mailing lists for 
problems you have posed or seen. The common de-
nominator for the best solutions is that the answers 
are almost always simple and elegant. Look for this 
in your own scripts and calcs. If they don’t make you 
want to pat yourself on the back and tell yourself 
how clever you are, there is probably a better, sim-
pler approach.

Poor logic generates poor logic, and this is one of 
the reasons that the initial concept and design of 
your database is so important. Everything in File-
Maker is interdependent. Create a poorly conceived 
script or calc, and that will almost always force you 
to create additional poorly conceived scripts and 
calcs. One bad idea snowballs into an unmanageable 
cascade of bad ideas.

File Naming
Imagine you have three clients and they all want 
contacts databases, so you name the file Contacts 
for all three clients. No problem, you have these 
files in the proper projects folders so they won’t get 
confused, right? Wrong!

Bad things will happen when all three clients ask 
you to host their files on the web (and under other 
circumstances too).
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record to the second related table. One record at 
a time is viewed for the first related table, but you 
want to see a portal of related records for the second 
related table. The data shown in the second portal 
is child data of a single record shown for the first 
related table, but you are using a direct relationship 
between your primary table and the second related 
table in order to show both related tables at once. 
There is no direct relationship between the first and 
second related tables. (Such a scenario is employed 
in the Passwords section of our free Developer Stor-
age solution, downloadable from our web site. You 
can take it apart to see how it works.)

The problem is one of data integrity. When you 
delete a record in the first related table, the corre-
sponding records in the second related table should 
disappear with it. But they won’t because there is 
no direct relationship. The answer is simple: build 
one. Just add another relationship between the two 
tables that causes the records in the second table 
to delete. Make this a separate TO group, with just 
that one relationship. It serves no other purpose 
than to make certain that deleting a record in one 
table deletes the corresponding records in another 
table. Done.

One more…

You need to show three completely different sets of 
data from three different tables in the same portal. 
Let’s say that you want to click a button to show 
a contact’s mailing addresses in the portal, click 
another button, the mailing addresses disappear and 
the portal now shows phone numbers. Yet another 
button causes the phone numbers to vanish and 
email addresses appear. How can you do this?

We know that a portal can only show data from 
one table, because it is a one-relationship object (in 
modern versions of FMP, you can show fields from 
tables further down the line in the same TO group, 
but that won’t help here).

lists have to do with how do I? In other words, how 
do I implement this feature or function? Or, how do I 
structure my solution to handle this kind of data?

When faced with a problem, take the time to step 
back and view your solution from a distance as it 
were, and see it in broader terms. Abstract the 
things you are working with as much as possible. 
Peel back the layers of the problem at hand until 
you see the essence of the thing and the solution 
makes itself plain to you. (Does this sound a little 
too existential?) For example…

In another section, I tell you not to allow creation 
of related records in portals then give you a way to 
script the creation of those records. But what if you 
can’t go to a layout for the related table for some 
reason (as the script requires). What then? You have 
a relationship that will not allow the automatic 
creation of related records. You cannot create related 
records manually with a script, because you can’t go 
to a related table occurrence layout. You need the 
automatic creation of related records, but can’t have 
it with this relationship. 

What do you do?

Well, if you have a relationship that won’t let you do 
what you want, then create one that will let you do 
it. Just duplicate the relationship, turn on Allow cre-
ation of related records in the duplicate relationship, 
and use that relationship for this single purpose. 
Just get the next serial number for the foreign key 
of your related table and plug it into the primary 
key field of your duplicate relatio  nship. Then set 
any field in the related record to any value and voila, 
you’re record is created and you never left the layout 
you were on. 

Here’s another example…

You want to show related data on a layout, along 
with other data related to that data. You build two 
relationships: one from your primary record to the 
first related table, and another from your primary 
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Absolutely nothing in these files was properly built. 
They weren’t even close. But the thing that stuck 
most in my mind was the amount of data contained 
in the tables that was unusable due to a complete 
lack of control over data entry.

Remember this while you are creating fields: what-
ever users can do wrong, they will do wrong. If you 
don’t control data entry tightly, when it comes time 
to move that data to new tables, create reports, sort 
records or perform any of a variety of other tasks, 
you may find yourself in big trouble.

The data in the aforementioned tables was so badly 
jumbled that no amount of clever scripts and calcs 
could possibly prepare it for transfer to a better 
format. It all had to be moved by hand.

For example: most of us use calcs or custom func-
tions to format phone numbers. You can’t put a 
phone number in a number field because phone 
numbers have parentheses and dashes and spaces, 
etc. So you must put a phone number in a text field.

Most of you probably know about custom func-
tions that neatly format phone numbers for you. But 
that is not enough. What is to prevent a user from 
entering two phone numbers in the same field? And 
what about extensions? If you have only a phone 
number field, users will tack on extensions in that 
field. You can easily remove the letters e, x and t in 
your custom function, but the extension is a number. 
That will stay and mess up your calc. Give users a 
field for extension numbers and throw up a red flag 
if those aforementioned letters are in the phone 
number field.

And what about dates in text fields? There may at 
times be a reason to put a date in a text field. At 
the moment I can’t think of one, but               it has 
been done. A date in a text field can be converted to 
a real date. However, if that field contains dates such 
as: May 2003, 1.1.04, 2-2-2002, 3/3/03, 4|4|2005, 
2001; you face a genuine brain bender. If users are 

Since we can only see data from one table in a 
portal, then we’ll put all of our three classes of 
related data into that one table. First build a Tiered 
(Multi-Purpose) table as described previously in 
this document. You now have all three tables, ad-
dresses, phones, and email addresses contained in a 
single table. All that remains is a way to view them 
separately as you click portal selection buttons.

For your portal, create a normal ID# to ID# 
relationship from your primary table to the multi-
purpose table. Then add another key pair to the 
relationship. In your primary table the key field is a 
global number field. In the multi-purpose table the 
foreign key field is a stored calc: 1 if the record is an 
address, 2 if a phone number and 3 for email.

Stack your address, phone and email fields on top 
of each other in the portal. Then to change what 
is seen just have scripts insert a 1, 2 or 3 into the 
global primary key field. Your portal will show 
records from three completely different tables.

Of course you shouldn’t add or edit records in this 
triple purpose portal, but we’ve already discussed 
that. I’ll leave you to determine for yourself how to 
add, edit and delete these related records. Just think 
outside the box and you’ll figure it out.

Programmer Control of Data Entry
Some years ago I took on a client who, to say the 
least, got taken to the cleaners by his previous devel-
oper. The client had paid a lot of money for a set of 
databases that were an amateurish mess. By the time 
he began to suspect he hadn’t gotten what he paid 
for, the programmer was nowhere to be found.

I had the sad duty of informing him that the 
databases he had were simply unsalvageable. His 
pride was doubly injured when he realized that my 
charges to build the solution properly were going to 
be substantially less than what he had already paid 
for the unworkable solution.
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want to enter the last name first... 

make sure they can. If you consistently find city 
names in zip code fields, ask users why this happens. 
They will always have a logical explanation. Then 
remove that logic.

Tab Based Layout Navigaton
If you’ve been following the advice in this paper, 
then you are faced with the dilemma of navigat-
ing your users between layouts (can’t let them have 
access to the status area, remember) and will realize 
that you need some sort of tab navigation system.

(I am not talking about FMP tab object, which is 
something entirely different.)

I’ve seen many novice-built tab navigation systems 
that weren’t really tab navigation systems at all. They 
were button-based, layout-hopping, free-for-alls.

A tab navigation system must have specific charac-
teristics to work, both technically and visually, and 
you must get the logic of this right or you will spend 
a great deal of time fixing work you’ve already done. 
(Or perhaps not being able to fix it at all.)

You can place your top-level-hierarchy set of tabs 
across the top of your layouts (most common), verti-
cally along the left side (next most common), along 
the right side (OK, but less common still), or along 
the bottom of the layout (bad design, don’t do this).

Wherever that top-level-hierarchy set of tabs is 
located, it must remain identical throughout all of 
your user-accessible layouts (except those intended 
to be opened in secondary windows). 

If you have a top level tab set that looks like:

allowed to place dates in a text field, this is exactly 
the kind of mess you will get.

One way to avoid this kind of data disaster is to 
make certain users have a place to put any kind 
of out-of-the-ordinary data they may have. For 
example, the solution mentioned above had phone 
numbers in some of the name fields. Why? Because 
some of the people for whom data was tracked had 
extra phone numbers. Users had no place to put 
them so they tacked them onto the name field… 

In different formats, no less. Other name fields had 
two names in them because there were two people 
in charge instead of one. And some name fields had 
two names and two phone numbers in them. How 
on earth do you transfer that into your new file? You 
can’t foresee every possible need for variations in 
data input, but there is a simple answer.

Most solutions will have a provision for notes. Put 
a small button next to fields likely to require data 
variations. The button adds a note to a notes portal 
and an asterisk graphic over itself. From then on, 
clicking the button takes the user directly to the 
note. Put the variation in the note instead of in the 
field. Problem solved. It’s just like reading a book: 
if you see an asterisk you look to the bottom of the 
page for additional information.

Users will also simply put data in the wrong field: a 
last name in a first name field, a city name in a zip 
code field or an email address in a phone number 
field. You can’t code for every eventuality, but you 
can head off the most common data input snafus.

There is one benefit to be had from the kind of data 
mess this client had. You can easily see what mis-
takes in data entry the solution’s users tend to make, 
and you can also see how they want to enter data as 
compared to what the present system permits. Use 
the mess to help determine how your solution will 
control and organize data entry. For example: if the 
first name field has a lot of last names in it, users 
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Since it is significantly more difficult to create a 
navigation system with two levels of tabs (not to 
mention, three, four or five levels), novice developers 
naturally try to build everything on a single level. 
It can’t be done. If you have one level of tabs, you 
must have two or more. The only exception would 
be in the very simplest of solutions, such as our free 
Developer Storage tool from our downloads page.

However, for Developer Storage I cheated. I used 
FMP ’s tab object in the Graphics section of the 
database. Otherwise even this simple solution would 
have had two levels of tabs to contend with.

Go back up the page and take a look at the last ex-
ample. Notice how both Chico and Lucy are in bold 
text, indicating they are both selected tabs? Can you 
see what’s happening here?

Once you create a second-level tab set, the layout 
for the parent first-level tab becomes a second-level 
layout. The first-level tab no longer has a layout. In 
fact there is no Chico layout any longer. Neither 
is there a Lucy layout. There is only a Chico-Lucy 
layout. Clicking on either tab will take you to the 
same single layout.

There are separate layouts for the Ricky, Ethel and 
Fred tabs. But let’s say we want a third level of tabs:

                                        

                       

|

Now there is no Chico layout, no Lucy layout and 
no Moe layout. There is only one layout among 
these three tabs, the Chico-Lucy-Moe layout.

Then when users click on the Chico tab, you want 
to see:

NOT,

OK, go ahead and laugh, but I’ve seen this. A lot! In 
fact, in the space of just a few weeks I once exam-
ined six databases for potential clients and ALL 
exhibited this behavior (hence the idea to add this 
topic to the White Paper). How do you end up with 
that last set of tabs?

Easy… don’t take the time to design your database 
in advance and don’t build your layout and naviga-
tion system first. You’ll quickly slide right into a 
conundrum just like this one. Once you’ve created 
a tab and a label for it, that tab must occupy exactly 
the same position on every layout, and the label 
must never change. And most importantly, that tab 
must always take you to the same layout.

You can darken or highlight the tab to show it is 
selected, and you can alter the style or color of the 
label text as another form of indicator. But you must 
never move or change either.

What was missing in the aforementioned six data-
bases was the understanding (born of proper design) 
that would have told the developer that Lucy and 
Co. were actually a second-level tab group: 
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rationale was that the logical structure dictated the 
design of the layouts and therefore had to be built 
first. I would make temporary dummy layouts as I 
worked, then fix them later.

Some years ago while working on several projects 
with one of my mentors, he insisted that I build the 
layout structure first, then the logic. I balked at this 
and needed some convincing. He pointed out that 
he was the project director, I was just the program-
mer, and projects were going to be done his way. His 
reasoning seemed flawless to me so I complied.

With a lot of trepidation I started building projects, 
layouts first. I was certain this approach made no 
sense whatsoever, but as I worked I got more and 
more comfortable with the idea. Today I start every 
project, layouts first. I can’t really explain why this 
approach is more advantageous. You have to do it to 
understand it. But it does force you to think about 
the logic of your solution from a different perspec-
tive before you build it. All I can say is that it helps, 
and seems to prevent a lot of needless restructuring 
of the database logic later.

Building the layout and navigation system first is a 
better approach, at least for me. On the other hand, 
I was right too. The logic of your solution does dic-
tate layout design and you may have to change some 
designs based on various nuances of the logic. It 
boils down to a chicken and egg sort of conundrum, 
either side of which can be correct at any given time.

At this point you must be thoroughly confused 
about what all this has to do with the title of this 
section. (Come to think of it, I’m getting a little 
confused myself !) Let me see if I can create a transi-
tion here that isn’t too bumpy:

Logic dictates layout design. But layout design also 
influences logic (you may have to change the logic 
of your solution to accommodate the type of layout 
you want to use). There is one other previously 
unmentioned factor that will help us get where 

Now suppose you have built lower-level tab sets 
under all of the top-level tabs: Groucho, Harpo, 
Chico, Zeppo and Gummo. This would mean there 
are actually no top-level layouts corresponding to 
your five top-level tabs, because each has defaulted 
to a lower-level layout and each upper level tab is 
now just a bookmark for a series of layouts below it 
in the hierarchy.

Does your brain hurt yet? Walk away from it and 
come back tomorrow. You’ll get it. In the mean time, 
think about how impossible it would be to do this 
correctly without prior planning! Now you can see 
how easily Lucy’s crowd got all jumbled up with 
Groucho’s gang.

For practice, sit down with a legal pad (DO NOT 
do this on the computer) and make up a hierarchy 
of tabbed layouts for an imaginary database. You’ll 
be surprised just how difficult this can be. Make it at 
least three levels deep and write down what data is 
going to be visible on each layout. You should have 
quite a respectable pile of crumpled yellow paper on 
the floor before you’ve finished.

When you’re done, think about how nearly impos-
sible it would have been to try to make a database 
work with only your first draft of this experimental 
hierarchy, because that’s exactly what you’re doing 
when you just dive right in and start coding without 
a strong design for your solution.

When it comes time to plan a layout and hierarchy 
scheme for a real project, do it exactly this way… 

always on paper first. Don’t quit when it’s good. 
Keep going until it’s perfect. Only then should you 
fire up FileMaker.

Data, Logic and Layout Design
For years I took the same approach to building 
databases. First I would build the logic of the solu-
tion, then I would design and build the layouts. My 
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was unconventional in some way, the note informa-
tion describing this difference was added onto the 
end of the more conventional data stored in the 
CompanyType field.

In this case the data contained in the original file 
is trying to tell us something. There are three note 
fields on the layout, but users are putting some note 
data into fields that have nothing to do with notes. 
They are tacking this data onto the ends of specific, 
existing data fields obviously intended for other 
purposes. Why?

Users had three note fields to choose from, with a 
jumble of disconnected data in each. Finding the 
name of that second person in charge, or a de-
scription of the subtlety with regard to the type of 
company described in one of those three note fields 
would have been a constant nuisance. For all practi-
cal purposes the data would have been lost. Users 
realized this intuitively and put their note informa-
tion into the most closely relevant data fields instead 
of the note fields available so they would have 
instant access to the non-conventional information 
about each field in question. (Of course if it was 
this simple, an extra name or company description 
field might have solved the problem, but there was 
actually a sea of disjointed information tacked onto 
these fields.)

To look at this data mess one would tend to think, 
these users need a slap on the wrist; they are putting 
data everywhere but where it belongs. But the real-
ity is that they were intuitively putting the data 
exactly where it belonged, had the solution been 
constructed properly. Data was attempting to dictate 
logic and layout design! The programmer just wasn’t 
paying attention.

If the solution had instead been designed with a 
portal for notes, it would not have been any better: 
just neater. Users would still have tacked certain 
notes onto the end of data fields instead of using the 
notes portal, because using the notes portal would 

we’re going… Data dictates both database logic and 
layout design!

The fact that the type of data you need to handle 
will influence the logical structure of your solution 
is not exactly a revelation. Everyone figures that 
out early on. But the fact that data also dictates the 
design of your layouts isn’t quite so obvious to many. 
Now comes the subtlety we’re trying to reach.

When you realize that data dictates layout design 
and layout design influences logic, we’ve come full 
circle. Data controls the structure of your solution 
from two directions: it’s direct influence over logical 
structure; and indirectly via its control over layout 
design, which layout design in turn influences logi-
cal structure. An example is really in order here:

I recall working on a particular preexisting solution 
that had to be redone from the ground up. The ex-
isting solution was completely unworkable because 
the logical structure of the database had little to do 
with the data that users were actually storing in it.

One of the biggest problems was notes. There were 
three generic note fields in each record. Presumably, 
the programmer added the extra fields when he 
realized additional notes were required and he didn’t 
know he could build a related table for notes.

Most FMP programmers don’t have to work with 
databases very long before they realize that notes 
should generally be kept in a separate table and 
viewed/added/deleted by means of access through a 
relationship/portal. This way extra fields don’t have 
to be added to a solution each time a new note is 
required. This is pretty basic stuff. Put a notes field 
portal at the bottom of the layout somewhere and 
you’re done. But it isn’t always the correct approach.

In this particular case, a lot of notes were stored 
somewhere other than the three notes fields. In the 
contacts section of the database, two names were 
sometimes placed in the name field if two people 
shared the same responsibilities. If their company 



40 | White Paper for FMP Novices

or are misusing certain features, don’t assume it’s 
because they’re all as dumb as a box of hammers. 
Perhaps data is trying to dictate database logic and 
layout design and your users are trying to bend you 
solution to work the way the data wants it to.

If you can’t figure out how to organize a layout, don’t 
just make the layout bigger or add another tab or 
portal. Look at the logical structure of your solution 
and the data it will handle to see if they indicate 
what to do.

If your logical structure just isn’t coming together, 
flesh out your layouts as much as possible to see 
if they will help indicate to you how to alter your 
database logic.

Each of these three things; data, logical structure, 
and layout design are interdependant. If you’re stuck, 
chances are that one of these things is trying to tell 
you something about the others. Pay attention to it!

Remember That It’s All About the Data
I have a collection of technique demos from other 
developers and while working on an early version of 
this white paper, I ran across a demo that made me 
think I should mention it and others like it here. 

If you don’t have a collection of such demos you 
should start one. It’s impossible to remember every 
technique and every nuance. And why bother if you 
have them on file and can refer to them when you 
need them?

This particular demo (I’ve seen one or two oth-
ers like it) shows how to set up a file so that users 
can select a variety of background and other color 
options for their layouts. Users can just go to a 
preferences tab, select the color scheme(s) they want 
and go back to work. Seems simple enough, but as a 
general rule, this sort of thing is a bad idea. Why?

Actually there are several reasons…

mean having to search through it every time users 
wanted to see any of these data nuances. Worse, 
having this information in a portal would neces-
sitate searching through the portal just to discover if 
there were any existing notes that qualified the data 
in the other fields. The data fields themselves would 
give no indication that a qualifying note existed or 
where in the portal it was to be found. So what was 
to be done?

Remember, data is dictating layout design. In this 
case the solution requires notes that are visibly asso-
ciated with some of the data fields, not disconnected 
in a notes portal at the bottom of the layout. Data is 
also dictating logic: the type of information tacked 
onto the end of these data fields is singular in na-
ture. Multiple notes for each field are not required. 
Finally, layout design is influencing logic: adding a 
note field next to each data field on the layout is out 
of the question. There is not enough room on the 
layout and if there were, the layout would look far 
too cluttered and confusing. Notes have to be both 
hidden and visible at the same time (so that users 
know at a glance when there are associated qualify-
ing notes for a field).

To solve the problem, a separate note field was cre-
ated for each relevant data field in the same table as 
the data. These note fields were the same width on 
the layout, but set to a greater length. The note fields 
were set to disallow entry and then hidden behind 
their relevant fields on the layout. A checkbox but-
ton was placed next to each visible data field and a 
calculation field placed over it to display a check-
mark if the note field contained text. Clicking on 
the button went to the hidden note field in question, 
bringing it into view. Users had only to see a check-
mark to know there was a note relevant to that field. 
A notes portal and table were also added for general 
information that was unrelated to specific fields.

So, what is to be learned here?

If users are making a mess of data and are not using, 
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solution to a crawl. Always remember that you are 
building a tool. If a feature doesn’t make the tool 
work better, leave it out, because each additional 
feature carries the potential to make the tool work 
less well. A hammer is no more useful as a hammer 
if you tie a bright ribbon around it.

This is not to say you should create plain, black and 
white layouts with no color or design to them. An 
attractive, well-designed layout does make the tool 
more useful, because it makes it easier for users to 
relate to the data the layouts present. However, once 
you move past attractive, practical and easy on the 
eye to multiple background color choices, dancing 
icons and movie-style fade-ins, you’ve gone too far.

Earlier in this white paper I mentioned that one of 
the first things to do when starting a project is to 
get your hands on your client’s logo. This logo has 
a color scheme and must (usually) appear on every 
layout. The color scheme of your layouts has to 
blend with your client’s logo. It is unlikely you can 
provide any variety of significantly different back-
ground color options that will also blend well with 
that logo. It’s silly to try. Create one layout color 
scheme that looks good with your client’s logo, get 
your client’s approval and then forget about it. There 
is absolutely no need for additional color options or 
the overhead they require.

All useless features you add to a solution take time 
to implement. If someone is paying you for that 
time, they are not going to be thrilled with the cost 
of Technicolor background options, or any other un-
necessary feature you’ve taken time to add. That cli-
ent will not feel they’ve gotten good value for their 
money and you will look bad. You’ll look far worse if 
the client realizes the solution is also too slow.

Here’s an excellent example of how overhead adds 
up fast…

Our product, AutoNavigator for FileMaker Pro, is 
an FMP template database. You start your project 

When you start a new project with a blank FMP 
file, you already have one table and one layout. If 
you add one simple text or number field and then 
quit, at that point you have built the world’s fastest 
FileMaker database. From there, it’s all downhill!

Every field, calculation, script, layout, table, graphic, 
custom function or anything else you add after that 
first field, slows down your database. Of course a 
one-table, one-layout, one-field solution isn’t good 
for much of anything and fortunately you can add 
quite a bit before there is any detectable slow down 
(otherwise FMP wouldn’t be of much use). But the 
point is that everything you put in comes at a price.

If you put a graphic on the layout, it takes time for 
FMP to draw it. A calc field takes time to perform 
its calculation. You want to make sure you need 
everything you add because even a moderate solu-
tion requires quite a bit of overhead to perform all 
its vital tasks and should not be required to devote 
time to tasks that do not add to the usefulness of 
the solution.

If you are new to FileMaker, one of the first things 
you will/have discovered is that the simple data-
base you decided to build turned out to be far more 
complex than you anticipated. In addition to a few 
simple tables, fields, relationships and layouts to 
manage your data, you needed scripts to navigate 
between layouts or create reports, controls over data 
entry, lots of calculation fields to manipulate basic 
data for special needs and a host of features to make 
the data more useful. In any database, the tables and 
basic data fields are the smallest part of the solu-
tion. It is the rest of the solution, the overhead, that 
grows exponentially. It is this overhead that makes a 
solution large and uses up clock cycles. You’ll need a 
lot of it, and you don’t want any that isn’t essential.

The option to change background and button colors 
adds overhead to a solution, but adds nothing to 
its ability to perform the tasks required of it. And 
this one feature could be the one that slows your 
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and attractive solution that performs all the tasks 
your client requires, quickly and efficiently. Nothing 
more. If you must add bells and whistles, make sure 
they improve the functionality and usefulness of 
the database. It is seldom the data itself that brings 
a solution to a glacial crawl, but rather the behind-
the-scenes overhead. This is what I mean when I say 
that a database is top-heavy.

Leave a Trail of Bread Crumbs
Document everything.

Without complete documentation, whether you are 
a novice developer or seasoned pro, I can absolutely 
guarantee that when you go back a month or two 
later to make changes to your solution, you will not 
be able to understand what you did or why.

Even the simplest solutions can seem impenetrable 
just a few weeks after the fact.

Leave a trail of bread crumbs (thorough comments 
for every field, script, etc.) in your solution, or face 
having to reverse engineer your own work: embar-
rassing at best. In addition, have complete written 
documentation of your project. This may all seem 
like a lot of extra work, but it actually means much 
less work in the long run.

 If you use a field or script naming convention, and 
you should, be sure to document it also. If you don’t 
write it down, you may forget why a group of field 
names starts with q or ends with z.

Every project, when complete, should be accom-
panied by an extensive document detailing every 
aspect of your database design. You will need it, and 
it will save you many hours of head scratching. It’s 
also a professional touch that impresses clients.

Organize your fields, scripts and value lists into 
labeled groups. Create unused global fields, empty 
scripts or empty value lists, and name them in such 
a way that they indicate what is underneath them. 

with it instead of a blank FMP file. It comes with 
one, essentially blank, user layout and not a single 
user data field. It has all the necessary tools needed 
to build a tab, navigation and preferences system 
already built in, but no user data structure is in-
cluded anywhere. All the code you need to navigate 
amongst as many layouts as you choose to put into 
your solutions, no matter how complex, and also the 
code to track user navigation history and preferenc-
es is already there. This template is 100% overhead.

If you are building a solution that is of even moder-
ate size, you will have to write code that performs 
similar tasks to those performed by AutoNavigator. 
In other words, you will have to create similar over-
head. AutoNavigator (remember that it contains not 
a single user data field, table, script or relationship) 
consists of 3 tables, 10 layouts, 114 fields, 46 scripts, 
10 table occurrences and 3 custom functions. The 
file size is 16.1 megabytes as compared to a blank 
FMP file which is 56 KILObytes. That’s a lot of 
overhead for a file that does absolutely nothing from 
a data perspective.

AutoNavigator, as the name implies, is automated, 
so it does most of the work for you and therefore 
a substantial amount of AN’s overhead is due to 
this automation. Assuming you would need only 
one-half to two-thirds of this overhead if you built a 
tab, preferences and navigation system the tradi-
tional way (manually), you would still have 8 to 12 
megabytes of overhead in your solution before you 
created a single new data field or user layout.

Whether it is 8, 12 or 16 megabytes, this is a lot of 
overhead that you must build into your solution. You 
simply can’t provide a solution without these basic 
functions. Whatever solution you are building will 
require other chunks of overhead like this one… 
essentials your solution must have. Viewing it from 
this perspective, you can see that any overhead that 
isn’t essential is overhead best avoided.

It’s all about the data! What you are after is a useful 
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Of course, this is also another reason not to allow 
users access to menus. If your solution will not work 
properly with no records present and users have the 
ability to show all records and delete all records, you 
could have a problem.

In addition, even with records in the database, make 
certain everything works with a found count of zero, 
if it is possible for your user to end up with that 
found count. 

There are also occasions when a layout must always 
show at least one found record. Your scripts must 
prevent having a found count of zero.

Test Your Solution Often
Imagine you have invested 200 hours in a project 
that is now near completion and it is time to deploy 
it for testing. You happily announce to your boss 
that the project is almost done and is ready for 
deployment. You set up the server, install the user 
stations, import your company data into your tables, 
take the system online and voila! Your database is 
not moving quite as quickly as the glacier outside 
your window.

You forgot to frequently test your solution while de-
veloping it, with real data in the quantities it would 
be expected to handle.

Whatever the reason, whether you loaded the solu-
tion down with too many unstored calcs, too many 
plugins, too many cute and clever tricks, too many 
complicated keys, or too many graphics, you didn’t 
spot it and now you look bad, very bad, and very 
publicly. Recovery of your credibility is unlikely.

In order to avoid having to update your resume 
unexpectedly, test your solution thoroughly at every 
step along the way. And if it looks like it is get-
ting sluggish, start throwing unnecessary items 
overboard and otherwise looking for ways to speed 
everything up.

You can break the naming rules with these items 
because they are only labels and will not be used 
anywhere. So spaces, punctuation, etc., are all OK.

For example: if you group all your primary key 
fields together, create a global number field titled 
--Primary Keys--. Put it at the top of the group of 
primary key fields. Create an empty script called 
--Navigation Scripts--. Group all your navigation 
scripts together and place the empty script at the 
top of the list. Make your lists of fields, scripts and 
value lists neat, orderly and self-explanatory. You get 
the idea. You’ll thank yourself later.

Make Certain You Have at Least One Record

This is another one of those things that can cause 
you embarrassment when you deploy a solution. 

There are lots of reasons, too many to go into here, 
that you would want a solution to contain at least 
one record when you deliver it. Some things just 
won’t work or function correctly if there are no 
records present.

If yours is the kind of solution you will deliver 
empty of records, test it that way before you deliver 
it. Make sure everything works without any records 
present.

If it doesn’t work, add a routine to your startup 
script that checks for the number of records. If that 
number is zero, the startup script creates a record 
and performs whatever tasks may be necessary to 
prime your solution and make certain the blank 
record it created doesn’t stay around forever.

Another approach some have taken is to leave a 
sample record(s) in the database when delivered. 
Routines are added to the delete record scripts 
that will not allow the last remaining record to be 
deleted, so the user must add his own record before 
the sample can be deleted.
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only contacts whose last names begin with a specific 
letter. If a user is viewing all the contacts whose 
name begins with B, and then decides to create 
a new contact record for someone whose name is 
Smith, that name will not appear in the portal. 
This can be confusing for a user who expects to see a 
new entry appear.

• As mentioned under Record Editing in Portals, 
portals that can be entered or edited can look very 
unprofessional, but so can portals that cannot be 
entered. One reason for this is that data can cause 
the text in a portal to appear misaligned when the 
text is too long for the field. For example, if your 
portal displays a list of names and one name is 
longer than the space provided in the field, the text 
that is visible will appear more toward the top of 
the field than data in other fields. This looks very 
sloppy. Create a stored calc strictly for display-
ing the name in the portal that gets only the left x 
number of characters of the name field so that data 
displayed in the portal will never be too long.

• Clicking a button runs a lengthy script that does 
not warn, or give any indication to the user that 
the process may take some time.

• If you must have a portal that allows creation of 
related records, it is poor design and misleading to 
the user to see a trashcan or other icon on the last 
portal row where there is no data. (Hint: use a 
calculation field to show or hide the icon.)

• These are the kinds of things that project managers 
will spot right away, but you as a novice developer 
won’t have that advantage. To help find these 
things, you need to have two or three people willing 
to look at your software as it develops and point the 
gotchas out to you. Even better, watch them work 
with the software so you can see for yourself when 
and where they get confused or misled.

Remember, FileMaker is both an interface and a da-
tabase. There is an inverse relationship between how 
much data FileMaker can handle swiftly and how 
complicated your interface may be. The more data 
FileMaker has to handle (and it can handle quite a 
lot) the more it will be slowed by being top-heavy 
with too much extra baggage.

Watch for Gotchas
This is a forest for the trees topic that is very im-
portant. Most software development houses have 
project managers, and many of the problems novice 
and in-house software designers experience result 
from not having a project manager. Even a one-
programmer project should have a project manager, 
but unfortunately this is often not possible.

One of the vital jobs a project manager does is to 
look at your database with fresh eyes. You will miss 
things that are important, simply because you’re too 
close to the project. A project manager’s job is to see 
these things and point them out. Some examples:

• If you have a portal listing all the attendees to a 
meeting, and a popup list for selecting people to 
add to that meeting, each time you select someone 
new to attend the meeting, their name should 
disappear from the popup list. After all, they are 
already scheduled for the meeting, so if their name 
still appears in the popup selection list, users will be 
confused.

• You might have a list of contact names in a portal 
on one side of your layout that you use to select 
their records for viewing and editing. Clicking on 
a portal row runs a script that places that contact’s 
information into editing fields on the layout. Users 
will become confused if at the same time the infor-
mation is loaded into the fields, the portal row they 
just clicked is not highlighted.

• A variation of the above: Your portal is alphabeti-
cally filterable so that you can limit it to display 
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just creates the first one for you as a courtesy. There 
is no real table occurrence in the Define Database 
relationship dialog. You could if you wished, delete 
all table occurrences and your tables would still be 
there, intact. You simply would not be able to access 
your data, and that is the central point: TO’s are 
for viewing and manipulating data.  They are your 
means of reaching into and altering or displaying 
your data. They are not the actual data tables.

User Settings
User settings that must be retained from session to 
session cannot be stored in global fields as metioned 
previously. If you know your database(s) will have 
multiple users, or if you have the slightest suspicion 
that it might one day have more than one user, 
always build a preferences table into your solution. 

It is far, far easier to put a preferences table in at the 
beginning than it is to add one later. At the begin-
ning, you may not be sure exactly why you need it 
or how you will use it, but this preferences table will 
almost certainly become a vital part of your solution.

Always think of the users of your database as being 
simply another kind of data you must track, there-
fore requiring their own table. There is no other 
place to put this kind of information. Each user will 
have a permanent record in the preferences table 
and his particular settings are stored there in stan-
dard, not global fields. This way the data is always 
available and you needn’t worry about volatility.

Only if your database won’t have any users at all 
(including you), can you exclude a preferences table.

Reports Tables
All FileMaker novices think of reports in a one-
dimensional manner. That is, they think of them as 
ephemeral; temporary organizations of data meant 
to be printed (or viewed) and then discarded with 

Table Occurrences
Wrapping your brain around the concept of table 
occurrences (TO’s) seems to be more difficult for 
those of us who started out with version 6 or earlier 
of FileMaker, than it is for those who came after but 
it, is not easy for anyone. The simplest advice I can 
give is this:

Tables are the actual real-world containers of your 
data, but you can never access them directly. Think 
of your data as being safely stored away in locked 
vaults that just happen to be called tables. You may 
not touch them. Like a venomous snake in the zoo 
however, you may look at them from safety through 
a glass window. In this case, the glass window is a 
called a table occurrence and you can have as many 
windows into your data as you like.

The table occurrence also provides an advantage, 
not just a barrier. Unlike the glass at the zoo which 
is flat, clear and ordinary, a TO can be any kind of 
glass and allow you to look at your data in as many 
different ways as you have table occurrences. You 
can look at your data through frosted glass, colored 
glass, rippled glass, etc. (OK, I’ll drop the silly glass 
analogy.)

You can also think of TO’s as being similar to aliases 
(shortcuts on Windows) that allow you indirect 
access to your tables. Each TO can have a different 
point of view, and a different view into other TO’s 
in the same group of table occurrences. Since you 
can have more than one group of TO’s you can have 
multiple groups with completely different perspec-
tives on your data.

The tendency on the part of some when they first 
start to explore FileMaker is to presume that the 
first TO for a table, the one FileMaker creates for 
you automatically for each new table, is somehow 
the real table, and the others are somehow copies. 
This is not the case. That first TO is just exactly the 
same as all the others you will create. FileMaker 
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When preparing to design your database make 
absolutely certain to ascertain whether or not your 
client will ever expect to view past reports of his 
data. If there is any possibility at all, you must build 
a report storage system into your solution, using 
reports tables. 

Think of reports not as compilations of existing 
data, but as a new object class in your database that 
deserves to be treated like all the other objects. You 
have a person object, a telephone object, an address 
object and a report object. You’ll get it. It’s easy!

Random Number Generator
Elsewhere in this paper I briefly discuss the random 
number generator in FMP. One day you are going 
to have a project for which you need to generate 
numbers as close to truly random as possible.

Imagine you’ve been hired by a State that has been 
newly admitted to the union (the State of Confu-
sion for example) to build their lotto software (now 
required for admittance to the Union I believe). 
Then imagine it is discovered that your software 
does not select lotto numbers randomly at all, but 
rather exhibits a detectable pattern. Worse, the 
lottery was running for months before this was dis-
covered. Brother… are you getting sued! FileMaker 
cannot generate enough zeros for what you’re gonna 
have to pay!

Before you crunch down on that cyanide capsule 
(every software developer should keep one handy), 
there is a solution. 

I won’t get into the technical difficulties of random 
number generating routines and the subject of seed 
numbers, etc., mostly because you’d probably notice 
I don’t really know what I’m talking about and that 
could prove embarrassing. So let’s just move on to 
solving the problem (without having to know what 
we’re talking about).

the only record of their having existed residing on 
a printed page or solely in the mind. Often, a more 
permanent snapshot of the database is needed. For 
this you will need one or more reports tables.

Remember the explanation of a viewer table? If not, 
please go read it now (pg. 29), then come back here 
to continue.

A reports table works on much the same principle 
as a viewer table, except that data is loaded into 
standard fields in a reports table instead of global 
fields and then kept there permanently instead of 
being shipped back to the original table(s).

In a reports table you can create records and popu-
late them with looping scripts or lookups that run 
through all your related tables grabbing pertinent 
information and plugging it into standard fields in 
the reports table(s). 

With a reports table(s), your reports are automati-
cally saved immediately upon creation and all you 
need do is devise a way to store a record in another 
(additional) table pointing to the report location 
(and containing information about how to structure 
it) so that you can access the report in the future. If 
necessary, these permanent reports can be discarded 
at a later time, just like any other set of records.

To clarify, you will almost certainly need three tables 
at a minimum to archive permanent report records.

One table contains master records of all existing 
permanent reports. These records know where the 
reports are stored and how they should be format-
ted and organized when you need to see them again. 
The other two tables are organized exactly like an 
invoices table and its associated line items table. The 
first, (invoices) contains the master primary record 
of the report (report title, number, and all other 
single field entries). The second contains the so-
called line items; the data that is multiple in nature 
and therefore must repeat in undetermined numbers 
of sorted rows from report to report.
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And if you can’t get FileMaker’s random number 
generator to stop taking you to the same record…

Move the record!

Let’s exaggerate the situation for a moment. Imag-
ine that FMP always selects a random number that 
takes you to exactly the same record. Now there is 
no randomness at all. But if it always wants to go to 
record number three, just make sure record number 
three is a different record each time FMP acts.

Instead of trying to select random records in a 
portal I decided to go to the related records in 
their own table. There, in a field created just for 
this purpose, I looped through the records, setting 
that field in each record to a random number. Then 
I sorted the records by that randomly numbered 
field, followed by the random selection of a single 
record to be marked. Each time another record was 
to be marked, I put new random numbers into the 
aforementioned field (remember, they are still sorted 
by the last set of random numbers, so any pattern of 
numbers the random number generator might come 
up with would be foiled) and sorted the records 
again, then selecting another random record. This 
worked beautifully. There was no discernible pattern 
to record selection. The key to this is that each time 
a new record is selected, it is from a group of records 
that has been sorted by a random number, then 
sorted again by a random number before the next 
selection. This way, they are never sorted in the same 
order when they are again randomized.

Though I hesitate to say you can achieve true 
randomness this way, I certainly think you can get 
far better results than you are likely to need (I’ll still 
give the lotto project a pass; it’s yours if you want it).

The trick here is the idea of making a random selec-
tion from a constantly reordered random selection. 
No matter how persistently FMP’s random num-
ber generator wants to take you back to the living 
room, it keeps getting to the location where it last 

The random number generator in FileMaker doesn’t 
work. The numbers it generates are not truly ran-
dom and will be produced in an observable pattern. 
(It is important to stress that random does not mean 
unique! It is OK for a random number generator to 
produce the same number multiple times. It is not 
OK for it to produce numbers in a pattern, which 
by definition is not random.) Before you write a 
nasty letter to FMI, you should know that the same 
is true of every random number generator in every 
software package. None of them produce numbers 
that are truly random.

Depending on the circumstances, the generation 
of random numbers seems to be a bigger problem 
at some times that at others. The worst case I’ve 
ever seen occurred with a project of mine where I 
had to randomly checkmark some of the rows in 
a portal containing anywhere from 35-50 records. 
After running the random selection script about ten 
times, I noticed the routine consistently refused to 
select two groups of records in the portal: a group of 
about 8-10 records at the end of the portal list and 
another group of about 4-5 records located three 
rows from the top of the portal list. No matter how 
many times I ran the script these records were never 
selected. That is definitely not random!

I checked all the FMP mailing lists and forums for 
suggested random formulas to improve on my re-
sults. I found a few ideas, but the end result was that 
nothing worked. I either had to give up on the idea 
all together, or invent my own solution. Here it is:

Imagine you have a cat that insists on using your 
living room rug instead of the litter box. You can get 
him to use the box from time to time, but he really 
loves that carpet. The same is true of the FMP ran-
dom number generator. It just seems to like certain 
numbers more than others. Well if you can’t get the 
cat to stop going to the living room…

Move the living room!
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found the living room only to find the bathroom, 
the kitchen, laundry room, anything but the living 
room!

If you feel you need even further randomization you 
only have to add another layer to this concept. For 
example: select a subset of records at random (one 
at a time), set their random number fields to a new 
random number, then sort again. Sort from ascend-
ing to descending for one selection then reverse it 
for the next.

There is no limit to how deeply you can nest this. 
Just keep that living room on the move and FMP’s 
cat won’t be able to soil the carpet.

__________________

Relevant to many of the other topics in this paper, 
there is a web site you ought to see. In particular, 
most of a very enlightening book is posted there: 
http://www.joelonsoftware.com/uibook/chapters/
fog0000000057.html

Joel Spolsky is the author and a well-known soft-
ware development writer. He also has a sense of 
humor, which doesn’t hurt. Give it a read.
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Cute & Clever Tricks
One of the first things FileMaker novices discover 
is the huge community of FMP developers willing 
to answer questions, provide advice, demos, sample 
solutions and support of any and every stripe. This 
is a wonderful support system and is very helpful to 
everyone, on many different levels.

Many advanced developers spend a lot of hours 
every year building demos and how-to instruc-
tions provided mostly free-of-charge or for a very 
nominal fee, to anyone who wants them. Some even 
provide free downloadable modules you can plug 
right into your solution. You’ll never find a better 
community of colleagues anywhere. Of course they/
we are all hoping you may hire them/us to help you 
over the rough spots but still, the generosity and 
openness cannot be denied.

However, some of these free techniques are not 
necessarily good options. There are many cute and 
clever things that can be done in FileMaker that are 
workable, but not practical. They may tend to slow 
your solution considerably, or limit options later.

Be very cautious when deciding to use specialized 
techniques in your solution. If they seem to require 
a lot of complicated coding, or manipulate File-
Maker into doing something completely outside the 
database realm, you may be better off without them. 
If they add a slick feature to your database, but don’t 

4 Database Design Errors

Never Print a Portal
Never, ever print a portal! Portals were not intended 
for printing, just viewing. 

Of course, there are exceptions. There are exceptions 
to every rule, including the rule that there are excep-
tions to every rule.

Needless to say, you can print portals. But you will 
regret it every time you try. If there are more records 
in your portal than are shown on your printed lay-
out, then some records will simply be missing from 
the printout. If there are fewer records than portal 
rows, the printed output will have blank rows.

If you are even considering printing a portal, it is 
a strong indication of the presence of poor design 
and an incorrect mindset. Take a hard look at your 
database and consider making some design changes.

To print information contained in a related table, 
the rule of thumb is to go to the farthest table in the 
relevant database hierarchy and print from a layout 
that views that table directly. If you are printing 
contact information and want to print multiple 
addresses along with it, create your printed report 
on a layout that views the addresses table, making 
a portal unnecessary. Do a find for that contact’s 
addresses and print them along with other relevant 
information pulled from the contacts table (usually 
done with lookups from the related table back to the 
parent table). For more complex reports you may 
need separate reports tables (see previous chapter).
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As discussed in a previous topic, now that menu 
control is available in FMP, you can assign a short-
cut key to your new record script and eliminate 
needing the mouse even for creating new records.

Don’t Use Single-Step Buttons
In the Specify Button dialog that appears after you 
create a new button, you have many options includ-
ing the Perform Script step. Choosing any of the 
options in this dialog other than Perform Script 
creates a single-step button. Don’t do it, ever!

If you need a button, create a new script for it and 
set the button to Perform Script. Even if that script 
will contain only one step, follow this rule always.

The primary reason for this is that virtually all 
single-step buttons end up requiring more steps, 
forcing you to create a script for the button anyway. 
This is simple labor saving advice born of experi-
ence. You cannot damage anything by creating 
single-step buttons. You can (and will) only make a 
lot of extra work for yourself.

There are other reasons for not using single-step 
buttons. If for example, you have 20 layouts and a 
single-step button on each one that goes to layout 
X, the minute you need to change that to layout Y, 
you immediately have to change every button on all 
20 layouts. If the buttons were instead all attached 
to a script that takes you to layout X, you need only 
change that one script.

Following this advice will save you a lot of time and 
aggravation. There is one exception however to the 
don’t use single-step buttons rule. The Resume Script 
step is often and logically assigned to a single-
step button in cases where users have to be taken 
to another layout/file temporarily and prevented 
from doing anything else by pausing a script until 
the required task is performed, and the single-step, 
Resume Script button is subsequently clicked.

really provide a significant functional advantage, 
pass them by.

Think of these techniques as decorations on the tree. 
They can be wonderful and dazzling, but too many 
of them may bring down the whole tree.

One last precaution with these techniques:

Some of them flat out just don’t work! Before you 
go to the trouble of building a technique into your 
file, test the demo thoroughly. Think of yourself as 
a beta tester and try as hard as you can to break it. 
It is surprisingly common to discover that a clever 
technique is flawed and is not really workable. 

Chasing the Mouse
The way you choose to have users enter data de-
pends on the type, and particularly the amount, of 
data they will be entering. Think about this before 
you decide to use scripts and pop-up menus as part 
of your data entry scheme.

If the nature of the solution you are building calls 
for users to be able to enter a lot of data quickly, 
having to go to the mouse is going to be very ir-
ritating and will slow users down drastically (giving 
them time to look for a rope and you).

Use scripts and pop-up menus for finding, sorting 
and editing data, but avoid them like the plague for 
data entry. 

During data entry, a user’s hands should seldom 
if ever have to leave the keyboard. For solutions 
that are particularly concentrated on data entry, a 
looping script can be used to create a new record, 
pause indefinitely while data is entered, then create 
another new record when the script is resumed. 
The script can be set to exit if a modifier key is held 
down when the Enter key is hit. This way a user 
can hit one button then enter hundreds of records 
without ever resorting to the mouse.
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Mile-Long Popups
Novices are enamored of popup lists and menus. 
And justifiably so, because they are a handy tool and 
look very professional. However, you can get into 
trouble using them.

Before you decide to use a popup menu to solve a 
problem, ask yourself what the maximum number of 
entries that popup might contain. If it is more than 
10-15 items (maximum), look for another approach, 
or find a way to filter the popup list. If you use a 
popup to select a record for example, and you have 
200 records in that database, you will have a very 
long popup list indeed and users will hate it.

Plugins   
Avoid plugins like the plague. There will be rare 
occurrences when you absolutely, positively have to 
use one. Otherwise don’t. If you can do the same 
thing with hours of tedious programming, do the 
programming. Don’t use the plugin.

If a plugin provides a feature you’d like, but can do 
without. Do without it.

Why would I give such rigid, negative advice for 
a feature many consider a boon to FMP develop-
ment? (Not to mention risk the ire of so many 
plugin developers.) There are several reasons:

Clients as a rule do not like plugins. It seems silly 
that a client might spend $30,000 or $40,000 for 
database development, and then complain about 
the cost of one extra copy of FMP or one plugin, 
but they do. They also gripe about paying for FMP 
upgrades, and especially plugin upgrades. And they 
don’t quite get it when you explain to them that 
they need to buy an extra piece of software to make 
your software work. (They even have difficulty ac-
cepting that while they are paying you to provide a 
FileMaker solution, they must also pay for File-
Maker itself.) Selling a client on plugins makes the 

Don’t Make Orphans
This is generally covered in most good FileMaker 
books, but bears repeating.

In the relationship creation dialog there are several 
options, including the Delete related records in this 
table when a record is deleted in the other table option. 
Be sure to review your relationships carefully. This 
option is left unchecked by default.

If you have a contact for example, with related 
records in a phone number table, you would of 
course want those phone numbers deleted when you 
delete the contact. Otherwise you would have phone 
numbers that are not related to any contact, and in 
fact are inaccessible and simply occupying space in 
the table unnecessarily. These are commonly referred 
to as orphaned records.

If on the other hand, you have an invoice table, you 
would want Delete related records in this table when 
a record is deleted in the other table checked for the 
relationship to the line items table, but not for the 
relationship to the products table. When you delete 
an invoice (which according to strict accounting 
rules, you should never do), you want the line items 
to disappear with it. They are meaningless without 
the invoice to which they belong.

But, you do not want your entire product inventory 
to disappear every time you delete an invoice, so the 
Delete related records in this table when a record is de-
leted in the other table checkbox should be left empty 
for this relationship.

As a general rule; if you have a one-to-many 
relationship to a table, and no other table has a 
relationship to that table, check the Delete related 
records in this table when a record is deleted in the 
other table box. If another table does (or will) have a 
relationship to that table, leave the box unchecked.

There are lots of exceptions to this rule. Be careful.
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Several very well written and reliable plugins are 
provided free of charge by their authors. However, if 
you build a solution that relies on a free plugin, you 
will need that plugin to be available for the lifetime 
of the solution, and there’s the rub.

Free means the author did all that work for nothing; 
something he is not likely to continue doing. Many 
of these programmers ask for voluntary donations 
and with rare exception don’t receive a dime. It 
doesn’t take much in the way of disillusionment and 
disappointment for a programmer to decide either 
not to continue development of a free plugin, or to 
stop making it available publicly. If you have to use a 
free plugin, make sure you write the developer a fat 
check immediately after he gives you his assurance 
he will be available to modify the plugin for a fee 
whenever you might need it. Then be sure to stay in 
touch with him. You’ll need to know how to reach 
him if he moves.

In the same vein, don’t hook your FileMaker da-
tabase into any other kind of outside software that 
is likely to become obsolete. “Joe’s” word processor, 
spreadsheet or email client are all out of the ques-
tion, no matter how much your client insists. Stick 
with products that have a long track record and 
strong future.

Window Confusion
This is a different problem depending on the version 
of FileMaker you are using. In versions 6 and earlier, 
every table was a separate file. FileMaker developers 
faced the constant problem of keeping the windows 
for files users were not supposed to see, hidden and 
inaccessible. This was a particularly knotty problem 
on the Windows platform.

Again, this has to do with professionalism. Good 
design dictates that users should not be able to see a 
group or list of windows they cannot access and for 
which they have no use or explanation.

job just that much more difficult.

Plugins are ephemeral. They come and go and 
worse, they change. If your solution depends on a 
plugin that may one day disappear, or become unus-
able because of an FMP upgrade, you may have a 
serious problem on your hands.

Many plugins are provided by one-person compa-
nies. The chances that these plugins may one day 
become unavailable are high, and therefore, your 
chances of embarrassment are high also.

The calling code in plugins may change when the 
plugin is upgraded. Because some plugins are pro-
duced by companies less than adequately concerned 
with backward compatibility, there is sometimes a 
loss of compatibility in a new version with previ-
ously written calling code. The calling syntax for the 
plugin has changed. I recall having to rewrite the 
code in a solution twice because of changes to the 
syntax of calls made to a single plugin.

Some plugins are very slow. A number of years ago 
we worked on a pre-existing project that used a 
popular plugin. The plugin worked exactly as adver-
tised. However, with only a few dozen records in the 
database, it slowed to a completely unusable crawl. 
After disconnecting the plugin, the solution zipped 
right along. Unfortunately, the solution was so 
inextricably dependant on the plugin, we had to give 
the client the sad news that a near-complete rewrite 
was needed. The project ended up being scrapped 
because of it.

Anyone can write a plugin. Plugins are written by 
every level of programmer from best to worst. There 
is always a risk that the plugin you are using was 
written by someone who never did it before, and did 
not do an adequate job. You may be risking all your 
hard work. If you must use a plugin, make certain it 
is the product of a reputable, qualified programmer.

Free plugins are the biggest risk, but not for the 
reasons you may think.
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the single primary window. They do not compete 
with it. They augment it, with lists of options, or 
buttons, or help info, a more detailed view of some-
thing contained in the primary window itself, or a 
separate process (such as a window for composing 
a letter to a client whose contact information you 
are viewing in the primary window). These second-
ary windows never, ever compete with the primary 
window. They either support it or contain a com-
pletely separate process that makes sense in its own 
secondary window.

If you are uncertain whether or not to create a 
new window, ask yourself what that new window 
would look like if you closed the primary window? 
Could it be mistaken for the primary window? Then 
don’t create it. Use some other device to solve your 
problem. If a window makes sense with the primary 
window gone, it probably shouldn’t exist.

There are of course exceptions to these rules. With 
experience you’ll know when an exception is indi-
cated. Your clients may for example need to com-
pare two lists of data on the same layout with the 
data arranged differently in the two windows.

What your users should not be able to do is navigate 
throughout your system in two or more windows 
at once. Any secondary window should be limited 
in its navigation possibilities to layouts that are 
relevant to the reason for opening the window in 
the first place. If you have a detail view of a contact 
open in a secondary window, your users should not 
be able to get to the system preferences layout in 
that window. It has nothing to do with a detail view 
of contact information. 

If you determine that you must have two windows 
open to similar layouts, displaying the same or simi-
lar data, dilute the color scheme in the secondary 
window (make it lighter or more neutral) to visually 
indicate to the user that it is a secondary window. 
Never put your user in a situation where he must 
remember which is the chicken and which the egg.

Further exacerbating the confusion, developers 
would have some files they wanted users to access, 
while attempting to hide others.

Additionally, novice developers would simply bring 
forward the windows for different files in their 
scripts as access to data in those files was required, 
instead of keeping them out of view and accessing 
them through relationships in the main file. The 
result would often be a flashing, jumbled dance 
between windows that confused users and looked 
most unprofessional. I have seen solutions with a 
half-dozen or more windows all open at once, and 
all over the screen (usually accompanied by a severe 
case of Angry Fruit Salad.)

With the appearance of the .fp7 file format, a large 
part of this problem was solved, but certainly not all. 
It is now possible to keep tables totally hidden from 
users because all tables are contained in one file (as-
suming you are not creating a multiple file solution). 
But, at the same time FileMaker solved the multiple 
file problem they also reintroduced the window con-
fusion problem in a different incarnation.

Now FileMaker will allow users to have multiple 
windows open into the same file at once. Develop-
ers have been demanding this feature for years, and 
it certainly is a boon. But it is also a serious trap for 
the novice developer, much akin to the problem as it 
existed with versions 6 and earlier.

Because you can have multiple windows open at 
once does not mean you should. This again gets back 
to proper software design and intuitive user inter-
faces. If you create a jumble of confusing windows, 
users will become disoriented and balk. Use the 
New Window feature very sparingly, and with the 
following guidelines:

Take a look at the software products on your hard 
drive that display multiple open windows. Examine 
the purposes for those other windows. You will find 
they generally provide something that is related to 
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There are some people out there who are just not 
happy if they can’t put a hole in your balloon.

Well, separate files may indeed be faster, I don’t 
know (and I don’t care), and they may also be better 
this and better that, but they are one other thing... 

Dumb!

Don’t fall into this silly trap. FileMaker developers 
have been begging for single file FMP databases for 
years. They are wonderful, and a great boon to devel-
opment. Don’t let yourself be bullied into doing 
things the old-fashioned way for nothing. If you can 
at all avoid using the multiple file approach, do so. 
And you can most certainly avoid it nearly forever.

There are a few cases in which a multiple file system 
is unavoidable and perhaps even a good idea:

If you are using a pre-built module as part of your 
solution and you can’t build your part of the solution 
into the module, you’ll have to settle for two files.

If your client needs you to build a solution which 
accesses preexisting solutions, such as solutions on 
another network/server, you may be stuck with a 
multiple file approach here too.

And there will be rare cases where a data separa-
tion model (two files: data in one, interface in the 
other, making upgrades far easier, and building the 
solution vastly more complicated) is the best design 
model to follow.

In general, stick to the single file approach until 
forced at gunpoint to do something else.

Find Mode is a Tool for Developers Only
Years back, after AutoNavigator was first released, 
I got an email from a user concerned about the fact 
that AN’s tabs disappeared in find mode.

The reason AN’s tabs disappear in find mode is 
because the tab graphics are displayed in container 

Make certain the user is not put in a situation where 
the information in a secondary window (such as 
a report) is related to some record other than the 
one he is viewing in the primary window, such that 
he may lose track of what he was doing and make 
record changes based on an incorrect recollection. 
All windows should make sense and their reason for 
existence be immediately obvious, all the time.

Remember to always give the user the illusion that 
his work is anchored in a single window. Additional 
windows are either directly supportive of the main 
window, or they are separate processes such as a let-
ter composition view, a report generation view, etc., 
that do not rely on returning to the same layout in 
the main window.

Even when the reason for opening a secondary 
window is valid, multiple windows can become 
problematic. Someone in customer service who 
needs to be on the phone with multiple clients at 
once may need to have secondary windows open 
to detail views for all those contacts. This can lead 
to clutter and confusion. In such a case it might be 
better to have a quick jump feature that allows the 
user to hop back and forth between records, all in 
a single window, instead of having several windows 
open at once.

Multiple Files and Data Separation
For years we FMP developers moaned and groaned 
about having to create a separate file for every table 
we needed. Complex solutions could quickly run to 
quite a few files and many, many headaches hav-
ing to maintain them all. We prayed for the day 
when an FMP solution could reside in just one file. 
Finally, with version 7, that day came.

I had no sooner gotten to the ee part of yippee before 
some of the folks on some of the FMP discussion 
lists starting claiming that separate files were faster, 
more stable, better this, and better that…
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Incorporating Pre-Built Solutions
There are lots of pre-built FileMaker solution mod-
ules that you can purchase, add to your solution and 
thereby save yourself a lot of time: maybe!

There are calendars, accounting packages, inventory 
solutions, graphing modules, etc. But there are some 
things you should know and do before purchasing 
one of these.

• Do not purchase any package that does not allow 
you complete developer access to everything. Some 
authors of closed products will tell you they provide 
sufficient access through scripts and relationships 
that you don’t need developer access. This is non-
sense. Sooner or later you will need to get in. If you 
can’t, you’re dead in the water.

• Make certain the layout design of the pre-built 
package is one you can live with. Remember the 
warnings about Angry Fruit Salad. You can’t have 
one layout theme for your part of the solution and 
another for the pre-built file you purchase. You 
must duplicate the layout design and color theme of 
the purchased solution in your part of the software 
so that everything looks like one continuous package 
to the user. If users need a visual cue as to which 
part of the solution they are in, a minor color or 
tone shift between the two sections can be used. No 
significant overall design difference should exist.

• If the pre-built solution has more than one file, 
consider it a major red flag. It means that the 
author(s) has almost certainly converted the solu-
tion from FMP version 6 or earlier to a more 
recent version of FileMaker, instead of doing a 
complete re-write as should have been done. Though 
the current FMP file format has now been around 
for years, there are still packages out there that are 
old format conversions. Conversions from earlier 
formats will work, but they are not ideal. Cur-
rent versions of FileMaker require a very different 
mind-set for database design and therefore really 

fields. Find mode presents you with empty versions 
of all the fields on a layout based on the presump-
tion that you may want to enter search criteria into 
any of them, even though you can’t enter search data 
into a container field.

The user of course thought AN might be broken. 
He did not understand that end users, your clients, 
should never see FileMaker in find mode, just as 
they should never see many of the things FMP is 
able to do (some of them previously discussed).

Find mode is a behind-the-scenes developer tool 
that should forever be hidden from users. The entire 
process of finding records should be under the com-
plete control of your scripts.

If users are allowed direct access to find mode they 
can end up on the wrong record or viewing the 
wrong set of records if an exactly correct match is 
not found. This can be disconcerting at the least. 
Find mode permits no control over the search 
parameters that are entered and therefore the result-
ing found set can easily be incorrect and potentially 
hazardous to data integrity.

If a record is not found, users expect to see the same 
record and found set they were on when the find 
started. When no records match the search criteria 
FMP throws up a dialog asking the user what he 
wants to do next. This can lead to problems also. If 
a find is supposed to find only one record, but finds 
two or more instead, users may end up entering 
data into the wrong record and never realize it. For 
these and many other reasons, every aspect of a find 
should be controlled out of view via your scripts and 
layouts so that you can head off potential errors by 
way of error trapping and criteria checking.

Even if developing a solution strictly for your own 
use, don’t make find mode part of your plan. Script 
your own finds. It is too easy to use find mode casu-
ally and risk damaging your data set. Find mode is 
just is too dangerous.
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additions yourself.) The publisher of the pack-
age will probably provide newer versions from 
time to time, but if your completed solution is at 
all complicated (profoundly intertwined with the 
pre-built), you can’t use the updates! You will have 
altered the original software, and grafted your own 
solution onto it. In order to use a new version from 
the publisher, you would have to do all that work 
over again!

• Load the pre-built solution with a lot of records 
and test it loaded before purchasing or incorporat-
ing it. I have seen packages that seemed to be bril-
liantly designed and written, but that slowed to a 
complete crawl once loaded with only a handful of 
records. Don’t get bitten by this.

• Some pre-built solutions require plugins. See the 
Plugins section of this paper (pg. 51) and be certain 
you can live with the required plugins before pur-
chasing. The pre-built may also come with licensing 
restrictions on itself and/or the plugins. Be sure you 
can live with those too.

• Be prepared for the probability that some (many) 
authors of pre-built solutions will not provide you 
with any support at all, at least not without a fee. 
The attitude is that they are selling a package for 
developers to developers (you) and it is presumed 
you are adequately skilled to make any changes 
or bug fixes yourself. Lots of novice developers get 
upset about this, but it is just the way things are.

• Make certain you have a pristine copy of the pre-
built software burned to CD before you make any 
changes. With luck you won’t need it, but if you 
do…!

 

Separate Printing Layouts
Never print the layout in which your user enters 
data. Every FileMaker newcomer tries to print from 
his data entry layouts. It never works.

require a total rewrite, despite propaganda to the 
contrary. A file that is simply converted means the 
solution is not optimally designed and is therefore 
very likely prone to problems.

• Build your part of the software in the same file as 
the purchased solution, if at all possible. This will 
make your job easier and will also avoid having 
multiple files. The minute you accept a multiple file 
solution, you also accept the complications that come 
along with it, such as multiple password setups: lots 
of work and no fun at all.

• Examine the pre-built package very closely before 
purchasing or using it. Most of them look pretty 
good from the standpoint of layout design, but I 
would say that well over 50% of what is avail-
able is not well written under the hood. Don’t risk 
spending dozens or even hundreds of hours grafting 
your well-written software onto a package that 
turns out to be less than adequate.

• In order to correctly incorporate a pre-built package 
into your solution you are going to have to reverse 
engineer the product. That is, you will have to 
figure out in detail how it works. If you don’t know 
how it works, you can use it only superficially at 
best. Reverse engineering is not easy if the product 
is a good one (it’s darn near impossible with a bad 
one). Make certain the field definitions, scripts, 
TO’s, etc. are all thoroughly commented or better 
yet, that a developer’s guide is part of the package. 
The more thoroughly documented the solution, the 
easier time you will have. (I have seen a couple of 
packages where the author went into the solution 
after it was finished and changed every field name, 
script name, and anything else he could find to gib-
berish with the intent of making reverse engineer-
ing virtually impossible. Don’t even think about 
buying or using one of these products.)

• Make absolutely certain you can live with the pre-
built solution exactly as-is for a very long time. 
(Also be sure you can do any bug fixes or feature 



 DESIGN ERRORS | 57

ware starts to install. You don’t actually read those 
screens. No one does.

The same is true of your database users. They won’t 
read your custom dialog no matter how important 
it is. They’ll just hit the Enter key, assuming that the 
default choice is the one they want. (Make Cancel 
the default and they’ll be forced to come back and 
actually read the dialog.)

It is more time consuming to write a database in 
such a way that custom dialogs are seldom required. 
This is also called the right way!

Title Case and Proper() are Improper
You would think it never occurred to the folks at 
FMI that FileMaker might be used to create a data-
base with names and addresses in it. Open most any 
slick contacts database and enter a name in all lower 
case text. The software will capitalize it for you.

People who use databases absolutely do not want to 
have to hit that Shift key for every first name and 
last name they enter; and they shouldn’t have to. 
That’s kinda what computers are for, isn’t it?

Of course you probably know that FMP has the 
Title Case style in the Format menu and also the 
Proper () function, which both do the same thing: 
set the first letter of each word in a field to upper 
case and the rest of the word to lower case…

Useless!

These tools won’t help people entering data into 
your solution. They will make it impossible for them. 
Unless of course your users never ever have to enter 
a name like McCoy, MacArthur, O’Shea, vanPeebles 
or any of many other non-conforming names.

If a field is set to use Title Case or the Proper () 
function, you can try to change Vanpeebles to van-
Peebles from now until the end of time and it will 
never, ever work. FMP will not let you. Your only 

If a layout looks good for data entry or manipula-
tion, it will look bad when printed. For anything 
you need to print, create a separate layout specifi-
cally designed for printing. Unless you allow the 
user to preview his document before printing, he 
should never even see the printing layout (you may 
occasionally wish to have yet a third layout just for 
previewing). Use a script to print; always. Freeze the 
window, go to the printing layout, execute the print 
command, return to the original layout.

Never, ever allow users access to the print command 
in FMP’s standard File menu.

Don’t “Show Custom Dialog”
FileMaker should be designed in such a way that 
every time you add the Show Custom Dialog step 
to one of your scripts, a non-trivial electrical charge 
goes through your chair.

Here is how to make proper use of this script step:

Pretend it doesn’t exist. Then use it only when you 
can devise no other alternative.

Novices make far too much use of this script step. 
Custom dialogs should be a rare occurrence in a 
user’s experience. If your users see more than two or 
three of them in the course of a workday, you prob-
ably have too many of them.

Need to ask a user if he wants to print a record to 
paper or PDF? You could use radio buttons for that, 
couldn’t you? Skip the custom dialog.

Skip them whenever, wherever and however pos-
sible. They are for emergencies only. They make the 
user experience jerky, unprofessional and annoying.

There is another drawback to custom dialogs. Users 
ignore them and just hit the Enter key. Have you 
ever installed software on the Windows platform? 
What do you do? You do what everyone else does; 
you just keep hitting the Enter key until the soft-
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• Users expect simple rapid data input without hav-
ing to constantly resort to the shift key.

• FMI has yet to solve this problem. 

All that is now required is a simple auto-enter calc 
for any text fields:

Case ( Exact ( Self ; Lower ( Self ) ) ; Proper ( Self 
) ; Self )

You can simply copy and paste the above calc. No 
field reference is required thanks to the Self func-
tion, so all fields can use the exact same calc.

With this calc in place, whatever a user types into 
a field will automatically be capitalized with the 
Proper() function, as long as no upper case letters 
are present prior to analysis. If there are any upper 
case letters at all in the typed text, it is an indicaton 
that the user wants things to be left exactly as typed 
and therefore the Proper() function is not applied.

The only thing users are required to remember is 
to use the Shift key only if they want non-standard 
capitalization, which will usually not be needed.

Since users can readily see when a name/address, 
etc., is going to require special capitalization treat-
ment, they only have to pay attention to those few 
field entries involved. Data entry should be fast and 
easy, requiring no special instruction at all.

Elsewhere in this White Paper I provide a calc for 
preventing users from inadvertently ruining data 
integrity by pasting in text from other sources with 
size/color/font/ formatting that is unacceptable. 
Combining the two calcs together, you get this:

TextFormatRemove ( Case ( Exact ( Self ; Lower ( 
Self ) ) ; Proper ( Self ) ; Self ) )

Record Editing in Portals
The rule is simple: don’t turn on Allow Creation 
of Related Records and don’t allow users to enter 

option is to disconnect these functions and force 
your users to use the Shift key for every single name 
and address field in every record ever created.

There have been a couple of possible, though clunky 
work-arounds, thanks to newer tools available in 
modern versions of FMP, but they tend to force the 
user to go back in and retype parts of any name or 
address that is unusual: not really the ideal solution. 

Another approach used in the past has been to cre-
ate a lookup table that grabs the correct formatting 
of names through a relationship. This works, unless 
the name you need isn’t there! It’s a dumbed-down 
solution that is better than nothing. Barely.

This problem leaves you the developer in a bad spot. 
Computer users are more sophisticated than they 
used to be and it is not going to escape anyone’s 
attention that your software forces them to use the 
shift key in every field when other software packag-
es do not. They’ve all used other software that does 
the work of proper capitalization for them. Your 
expensive, custom-built database will seem primitive 
by comparison. FMI has got to resolve this but with 
a twenty+ year history of not resolving this problem, 
don’t hold your breath.

Some years ago I devised a custom function to deal 
with this problem. It is called Univesal Capital-
izer and is still available as a free dowload from the 
Foundation Database Systems web site however, it 
is now there more for instructional purposes as I 
have decided to move on to something simpler and 
more logical.

Elsewhere in this document I advised that if some-
thing gets too convoluted, you should take that as 
an indication you are on the wrong track. Though 
Universal Capitalizer served its purpose at the time, 
I believe I failed to take my own advice and will at-
tempt to correct that error now by providing a vastly 
more simplified and elegant solution to the problem.

We have established two irrefutable points:
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Think of portals as tools for record viewing, selec-
tion and navigation, not for editing.

How then are you supposed to create portal records?

Simple. Create an additional relationship to the 
table in question. Make it a one-to-one relation-
ship using a global field as the primary key and the 
existing ID of the related record as the foreign key. 
Put fields from that relationship on a platform on 
the layout, along with a New Record button. Attach 
this button to a script that creates a new record in 
the related table, grabs the ID number of the new 
record and inserts it into the new global primary 
key field. Also put a button over the portal row that 
sets the global primary key field to that record’s 
ID number, so that existing portal records may be 
edited in the fields on the platform. You’ll have to 
make certain your scripts empty this global field 
when you change records in the primary table. This 
is only a few minutes extra work and makes for a far 
more professional looking interface.

and edit fields directly in a portal unless no other 
reasonable options are available. This no doubt 
comes as a shock, especially in light of the fact that 
FileMaker seems to lend itself so well to doing just 
the opposite. In fact, FMI tells you directly to allow 
creation and editing of records in portals. Don’t.

This all has to do with a professional looking, 
polished interface. In general, a portal that allows 
creation of related records or editing in the portal 
simply looks and feels amateurish. It can also lead to 
problems such as orphaned or empty records.

There are probably more exceptions to this rule 
than any other mentioned in this document. But 
the rule nonetheless applies in the majority of cases. 
Download some sample solutions from professional 
FMP developer’s web sites. Look at the portals in 
those solutions. You’ll be surprised to see how many 
do not allow you direct creation or editing of portal 
rows. Even in cases where you can get into a portal 
row to edit a field, you are usually taken there by a 
script and cannot get in by other means.

Non-enterable portal in top half of layout, with platform for adding/editing 
portal records in bottom half. Clicking on a portal row puts data for that record 
into platform fields for editing.
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never want to allow a user to abort a script or put 
him in a position of  having to force quit FMP.

Debugging Scripts Without Help
If you have FileMaker Advanced (formerly Devel-
oper), skip this section. 

This document is written for novices and most 
novices do not use FileMaker Advanced. Debug-
ging scripts is substantially more difficult without 
the script debugger provided in the pricier version 
of FMP, but not impossible.

There are essentially four useful things you can do to 
help debug your scripts without a script debugger.

• Temporarily place any fields your script uses that 
are not on the layout you are viewing onto the 
layout, so that you can observe what your script is 
entering into them.

• Place Pause/Resume Script steps in strategic spots 
in your script(s) so that you can examine what the 
script has done up to that point.

• Place Show Custom Dialog steps in your script(s) 
in strategic places so that you can examine the cur-
rent content of fields, variables, etc.

• Place Set Error Capture [On] script steps at the 
beginning of your scripts and then add custom 
dialogs (after steps where errors might occur) that 
report the results of Get(Last Error) to you

5 Scripts

Allow User Abort
At the beginning of every script you create, the very 
first step should always be the Allow User Abort step 
(leave it set it to Off, the default). If this step is not 
in a script, a user can simply cancel the script in 
mid-execution and create a genuine mess. At the 
very least, it could leave the user on a strange layout 
from which he cannot escape and at worst, result in 
data loss or corruption.

If you need a user to be able to abort a script (very 
unlikely) you can always put in another Allow User 
Abort step that is set to On at an appropriate point 
in the script.

There is one gotcha to this advice during develop-
ment. If you inadvertently write a script in such 
a way that it gets locked in an infinite loop, you 
won’t be able to get out of it without force-quitting 
FileMaker. This represents less damage potential in 
modern versions of FMP than in older versions, but 
why risk it.

Any time you are working on a script that has a 
looping routine in it, change the Allow User Abort 
step temporarily to On until you are finished testing 
your script and are certain it is bulletproof. If you 
think circumstances beyond your control might 
sometimes result in an infinite loop, add a routine to 
your script that checks the time or some other indi-
cator and drops out of the script gracefully, perform-
ing cleanup and housekeeping steps on the way. You 
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I never include AppleScript in a FileMaker project 
and strongly recommend you do not either, though 
it pains me to do so.

The reason is simple: AppleScript only works on 
Macs. FMP is a cross-platform environment. Even 
if you are working in an all-Mac office, sooner or 
later a Windows machine will be thrown into the 
mix, or you will decide to make your solution more 
broadly available. Either way, your AppleScript 
efforts will be made useless. Whatever you build in 
FileMaker has to work on both platforms.

Bear in mind, the day someone comes up with an 
interpreter that makes AppleScripts work on a 
Windows box, I’ll gleefully reverse this advice be-
cause FMP and AppleScript in combination make a 
formidable tool set that I sincerely regret not being 
able to use.

Error Trapping in Scripts
This does not refer to the Set Error Capture script 
step in ScriptMaker, but rather to writing your 
scripts in such a way that users cannot foul them up.

Previously I addressed the Allow User Abort script 
step and the fact that users must not be allowed to 
abort a script for fear of causing damage or ending 
up in the wrong place in your solution. But there are 
still ways that users can wreak havoc with your solu-
tion by way of its scripts.

If your solution has a script that is dependant on 
the content of a user-accessible field or user input 
to perform correctly, all that is needed to confuse or 
damage your solution is inappropriate or inadequate 
information provided by the user.

If a script needs to perform a task based on data 
contained in a field the user has not yet filled out, 
your script may fail or worse, go into an infinite 
loop. If your script needs to loop through the re-
cords in a portal, but the user hasn’t created any yet, 

Don’t Use Cut, Copy or Past in Your Scripts
In Script Editor there are steps available to you that 
allow you to use your computer’s clipboard. These 
features are largely holdovers from early versions of 
FileMaker and should no longer be used. If you use 
these tools in your scripts, sooner or later your user 
will go to get what he left on the clipboard only to 
find that something else has mysteriously replaced 
it. He won’t be happy, and by the time he finally 
figures out what happened, he will be angry and 
frustrated when he telephones to call your parentage 
into question.

If you absolutely must use the clipboard, store 
what’s on there in a global field first and put it back 
when you’re done.

However, even this is not a wise thing to do. When 
FileMaker was in its infancy, the clipboard was the 
clipboard, was the clipboard. Period. Today there are 
a variety of system add-ons that make clipboards 
hold ten or more different items at once. Chances 
are good that users will have one of these, and if 
they have it, they use it. So even if you save and re-
place the contents of the clipboard you will foul up 
the location of the other nine items your user was 
expecting to find where he left them. The bottom 
line is: with respect to scripts, the clipboard is out!

Don’t Use AppleScript
I really hate to say this. I love AppleScript. I’ve done 
a number of substantial projects in AppleScript 
and it is a tool that has no equal. In fact, I like 
AppleScript so much I even invested a considerable 
amount of my time some years back working for 
free with a group of folks who put together much of 
the documentation that was used to convince Apple 
not to discontinue AppleScript when that ridiculous 
proposal was on the table. Fortunately, Steve Jobs 
got back into the driver’s seat at the right time and 
all talk of killing off AppleScript ceased.
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ScriptOne

Perform Script (ScriptTwo)

Show Custom Dialog (“Hello, glad you’re back.”)

ScriptTwo

If (Sky = “blue”)

Exit Script

Else

Halt Script

End If

The first thing ScriptOne does is call ScriptTwo. 
ScriptTwo decides whether or not the sky is blue. 
If it is, it will exit (not halt) and the Show Custom 
Dialog in ScriptOne will give you a polite greeting.

If the sky is not blue, ScriptTwo will halt instead of 
exit, stopping itself and ScriptOne. All other scripts 
running will also stop, and you will never see that 
friendly greeting.

Halt Script is most often used in conjunction with 
Exit Script in an IF clause just like the one above to 
decide whether or not a calling script should con-
tinue to run after a subscript has done its work.

Prepare for Upgrades From Day One
I’ve suggested several things that you should always 
do religiously upon creating a new project/file. This 
is another.

At some point in creating your database you will 
decide it is in a useable state and deploy it. You 
will start entering records, producing reports and 
in general using the database for the purpose for 
which you designed it. However, you will also 
almost certainly continue to improve upon it and at 

your script may fail. There are lots of reasons user 
input or the lack of it may cause a script to fail: too 
many to attempt to cover here.

The important point to remember is to look at all 
the things your script must have in place in order to 
execute properly, then put routines in your scripts 
that check for the presence and accuracy of these 
things before proceeding to any steps that may alter 
your database inappropriately. Whenever something 
is missing or incorrect, throw up a dialog box in-
forming the user of the error, make sure everything 
is put back the way it was, and then return your user 
to the layout he started on.

Don’t forget to trap for errors you might introduce 
yourself. 

It’s all really quite simple: think of everything that 
might possibly go wrong with a script, however 
unlikely. Know that it will in fact happen, and head 
it off in advance. Anticipate.

Halt Script Steps
This is really simple, but it gets absolutely everybody. 
There are two script steps in ScriptMaker called: 
Exit Script and Halt Script. These have been badly 
named since day one. They should be called:

Exit Current Script, and

Stop All Scripts, or something along these lines

The exit script step gets you out of the script you are 
in, but if the script was called by another script, that 
script will resume running after the exit script step.

The halt script step gets you completely out of 
everything. No matter how many subscripts were 
called to get to the one you’re in, everything stops 
right here at this step.

Here are two dummy script examples:
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housekeeping tasks upon shutdown. Some of these 
might involve find routines that undo what you did 
with your PrepareForUpgrade script. You might need 
an If() clause in your shutdown script that skips 
some steps if the script sees that it was called from 
the PrepareForUpgrade script.

As long as you have this PrepareForUpgrade script 
in place, none of the problems you may encounter 
when upgrading your solution are insurmountable.

Do not however allow this to lull you into a false 
sense of security. Installing an upgrade is at best te-
dious, and at worse a genuine headache. Do not put 
off thoughts of designing your upgrade routine. It 
should be done early on in the development process.

Although you will want to automate the upgrade 
process as much as possible through scripts, you will 
still want to take charge of it yourself. No matter 
how thoroughly you have bulletproofed the process, 
don’t let the client do it, if at all possible.

If you can’t do the upgrade on-site, you can prob-
ably arrange to do it remotely, or as a last resort, take 
copies of the client’s files to your office and do it 
there. Remind the client that once you have taken 
the files, all data subsequently entered will be lost.

First make certain the client’s current file(s) is 
backed up in at least two places, one of which 
should be off-site. Run the PrepareForUpgrade script 
in the older file. Then move the old database to a 
different folder, install the new file and run your 
import script(s).

Note: When designing your import/upgrade 
routines, it is vital you remember that while the 
old version was in use, the client was entering new 
records and incrementing the value of the next 
number to be entered in all serial number fields. The 
copy of the database you continued working on does 
not have all those new records, and therefore will 
want to enter a much lower number when the next 
new record is created. Your import scripts must deal 

some time will need to replace the version you first 
deployed with a newer version. It is at this point you 
will experience a potentially serious problem if upon 
starting the project you did not create the script(s) 
recommended here.

Each project should have a script that prepares the 
database for upgrading to a newer version We’ll call 
it PrepareForUpgrade. Since the older version is the 
one in use, it is the one containing the records that 
must be imported into the newer version. Therefore, 
the very first version of your solution (and all subse-
quent versions of course) must have this script.

In order for this to work you must have an actual 
layout for every table in your solution. Not all tables, 
such as Preferences or GraphicsStorage tables, require 
user layouts and may not already have layouts avail-
able. You will have to create some. Plus, when you 
try to rely on a mixture of existing layouts and new 
layouts created just for upgrading, you end up with 
an indecipherable jumble.

The most effective way I have found to make certain 
this is dealt with correctly from the beginning is to 
have a set of hidden developer layouts specifically 
created for and used by your upgrade routines.

I usually name these layouts:

Developer-Ugrade-TableName

This way I can group them together and quickly 
make certain no tables have been left out.

The script is simple. It freezes the window so the 
user cannot see what is going on, then goes to each 
Developer-Upgrade layout in turn where it runs a 
Show All Records script step in each layout. (This is 
because the import records function of FileMaker 
will only import records in the current found set(s) 
of the source file.) The script then goes to the origi-
nal starting layout and closes the solution.

Be very careful with regard to your shutdown script. 
Many shutdown scripts are required to perform 
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[Full Access]. In other words, the feedback you get 
from FMP is always going to be the Admin’s access 
privileges, which of course will always be the same, 
[Full Access], regardless of the actual user.

Logic would dictate that if you need to use the Get 
(PrivilegeSetName) function, you want the privilege 
set name for the current user, not for the tempo-
rary circumstances of the script. To get around this 
feature, add a script that calls the script in question, 
does not have the Run script with full access privileges 
box checked, and which passes your script the user’s 
real privilege set name as a parameter.

Startup & Shutdown Scripts
At the beginning of every project, immediately cre-
ate both a Startup script and a Shutdown script. Just 
leave them empty until you know what you want to 
put in them. At the very least, you’ll need them to 
show your splash screen.

In the File Options... dialog of the File menu, set 
these scripts to be used on startup and shutdown.

It is best to get into the habit of creating these 
scripts and connecting them right away at the start 
of every project because you will absolutely, always 
need them. If you wait to create them later, you’ll 
spend half an hour wondering why your startup and 
shutdown scripts aren’t doing their jobs before you 
remember that you forgot to connect them.

Startup Time & Date Check
Previously I mentioned the fact that a dead com-
puter battey in a machine with preferences not set 
to retrieve time and date from internet servers can 
result in lots and lots of records with incorrect data 
that may not be retrievable at all. There is a way to 
head this off before it happens.

In your preferences table, add a date field that keeps 

with this by getting the highest value for these se-
rial number fields contained in the newly imported 
records and setting the next serial number to that 
value plus one. Other similar problems may occur. 
This is why it is very important that you thoroughly 
test your upgrade routines before relying on them. 
Make certain they will work properly by testing 
with lots of records and under different circum-
stances. Compare an open copy of the old database 
with an open copy of the new one, making sure that 
all related records appear exactly as they should in 
all layouts. Then to be sure, add some new records 
to make certain none of your portals show related 
records they should not.

When you are certain the upgrade process has been 
completed successfully, put the older version in the 
trash and empty the trash. Then make certain the 
backups and off-site backups of the older version are 
out of reach. If you leave the older version anywhere 
the client has access to it, he will find a way to use 
it mistakenly. Count on it! Then you will have a real 
nightmare of a problem to solve.

Lastly, immediately make a backup of the file you 
have just installed and imported records into, then 
write the file to a disk and take it back to your office 
with you as a final precaution.

If you have no choice but to allow your client to 
instsall an upgrade on his own, make certain he 
understands the routine, and that FileMaker Server 
and all FMP seats have to be shut down first. Make 
sure the files are all heavily backed up before any 
upgrade attempt and that your upgrade routines are 
as user-friendly as possible. Clients will find a way!

Run Script With Full Access Privileges
This one will drive you nuts if you don’t know about 
it. Any time a user runs a script with the Run script 
with full access privileges box checked in ScriptMak-
er, the Get (PrivilegeSetName) function will return 
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a record of the date of shutdown, inserted there by 
your shutdown script for every user.

In your startup script, check what the computer 
believes to be the current date against that user’s 
preferences record of the date recorded the last time 
he logged out. If the current date is less than the last 
logout date, ou have a big problem.

Set off alarms, scream and shout and run in circles 
while waving your arms in the air. (Oops, maybe I’m 
thinking of Congress.)

Force a shutdown until the problem is solved.
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this quite a few years ago, I happened to have been 
working for a client who falls into the latter catego-
ry; she was a joy to work for and I gave her tons of 
extras just because I liked working for her so much. 
Relish this when you get it, it is somewhat rare.

If you are not getting short-changed on your hourly 
rate you can afford, and will want to give something 
extra to most all your clients, even those who don’t 
fall into your favorites category. The more enjoyable, 
the more you’ll want to give them.

People generally do not feel they have gotten their 
money’s worth if they get only what they paid for. 
This is simple human nature. They won’t feel cheat-
ed, but they won’t feel grateful either. If a client gets 
exactly what he asked and paid for, he’ll be happy 
with his purchase but he won’t brag about you to his 
friends and colleagues.

If you purchase a new TV set and a smiling clerk 
takes your money and hands you the box, you’ll 
probably be happy with the purchase but you won’t 
give that clerk another thought. Any clerk will do in 
the future. If on the other hand he says, “this box is 
pretty heavy, let me take it to your car for you”... 
him you’ll remember!

Do the same for your clients. Don’t just deliver what 
they asked for. Take it to the car for them.

If you work eight hours in a day but feel you’ve only 
accomplished the equivalent of five hours of quality 

6 Dealing With Clients

Always Give Them More Than They Expect
This is just common business sense, but is relevant 
and somewhat contradictory to some sections. It 
is also distinctly more possible in the profession of 
FMP development than in many others.

First off, it is hard to be generous if you happen to 
feel you’re working on the cheap. Never, ever dis-
count your work. If your rate is $100 an hour and a 
client wants you to work for $75, refuse the project. 
$75 per hour is not better than nothing, because 
you will feel bitter and resentful through the whole 
project and will not do your best work. It’s just 
human nature. You won’t intentionally do less than 
your best, you just will.

Clients who want a discount usually want to shave 
hours too. You’ll end up working for $50 an hour. 
And never agree to a lower rate, then charge more 
hours than you’ve actually worked to make up the 
difference. In this business, your integrity is ev-
erything. Clients must know they can trust you 
absolutely and word travels fast.

Charge your full-boat rates all the time, to everyone, 
no exceptions. Then you won’t be resentful or bitter, 
and oddly, your clients will respect you more. You’ll 
feel well compensated and will want to give your 
clients that little extra that makes them even more 
appreciative of your work.

Clients are like any other group. They range from 
the intolerable to the delightful. When I first wrote 
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I also get occasional requests for minor new features 
in existing databases someone else developed. If 
the database is reasonably well structured and the 
request is only a few minutes work, I’ll sometimes 
simply institute the change(s), or tell them how to 
do it themselves, and tell the client “no charge”. If 
you think about it, this not only creates good will, 
but also saves you work. You don’t want to take the 
time to set up an account for a client who needs just 
ten minutes of work. And you don’t want to ask a 
client to send you a retainer he won’t use. If it’s fast 
and easy, give it away. You will get it back.

There are lots of things you can do to make clients 
believe they got more than they paid for. If you feel 
you’re getting adequately compensated, this is easy 
to do and a great habit to develop. Your clients will 
be grateful, will brag about you to their friends, and 
in the bargain, you’ll feel good too.

There is one gotcha to avoid here: developer feature 
creep. Be careful not to be too generous with free 
added features. They can (a) convince your client 
that feature creep is OK and (b), if you get too car-
ried away, you can make development run past the 
projected completion time, or even paint yourself 
into a corner.

Clients Will Not Perform Backups
A backup system is an integral part of your software 
design. Don’t overlook it, but don’t count on it.

There are some very stubborn clients out there who 
will steadfastly refuse to follow your advice, and who 
will then blame you when everything blows up in 
their faces.

 Rule # 1 — All databases suffer an unrecoverable 
crash sooner or later

 Rule # 2 — All unrecoverable crashed databases are 
your fault

 

work, send your client a time slip that shows the 
full eight hours, but also shows that you are billing 
him for only five and tell him (it means nothing if 
he doesn’t know about it) why you cut your own 
bill. On an especially off day, you may want to tell 
your client you worked all day and got nowhere, no 
charge. If you’re really on fire a particular day and 
feel you did twelve hours of work in only six, tell 
him that too (just don’t charge for twelve hours).

If you happen to think of a fantastic new feature 
not in the design specs but one that you feel would 
greatly benefit your client, put it in and don’t charge 
him for it (again, be sure to tell him about it). I will 
usually say something like; “Hey, I had a great idea 
for a new feature. It took a few hours and I know 
you didn’t ask for it, but I just had to put it in for 
you. I’ll take it out if you don’t like it. No charge 
either way.”

There is a bonus to giving clients free features. If you 
do, when they come to you with a feature request 
(see feature creep pg. 70) that you feel is unreason-
able, they won’t be as likely to get upset when you 
tell them you have to charge extra for it or that you 
don’t want to do it.

If you have to learn a new technique for your 
project, tell your client how much time you spent 
getting up to speed and be sure they know you’re 
not charging for that time (don’t mention this if it 
is a case where it is reasonable to assume you should 
have already possessed that knowledge).

I often get asked to analyze existing projects. I have 
the client send me the project and a retainer check 
(usually for 5-10 hours). If the project is particu-
larly bad and therefore I didn’t have to spend more 
than an hour or two looking at it in order to come 
up with the bad news, I’ll tell them something like; 
“Look, I’m not going to charge you for this. It is bad 
enough to have to hear this news, I’m not going to 
pour salt into the wound by billing you for it too. 
The full amount of your retainer is still available.”
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•	 Send your client a daily time slip (email works 
best) showing what hours you worked and what 
you did during those hours.

•	 Send your client a weekly report on the number 
of hours used during that week, and highlight-
ing the major changes/additions made. Since he 
can’t see you working, he will assume you are not 
working unless he can see what work has been 
done and what progress is being made.

•	 Have a review conference with the client at least 
once a week (over the internet using voice and 
Timbuktu or similar product) to show him the 
latest build, go over what has been done and 
what needs to be done next, and to get his input.

•	 Zip and email the client every build as soon as 
it is done. If important new features have been 
added, or you have just begun a new aspect of the 
project, this is a good time for a review.

•	 Take notes of every communication and contact 
with the client. You will be surprised just how 
often a client tells you he did or didn’t ask for 
something when the opposite is true. You will 
forget things also. Write it down.

Don’t Let the Client Design the Project
Nothing will lead to a badly designed software 
project faster than a client who thinks he knows 
how the system should be designed and insists you 
do it his way. This will happen more often than you 
might think.

You will, from time to time, get a client who has 
read the FileMaker manual, or worse, dabbled a 
little with building a database. I had one such client 
long ago who referred to absolutely everything in 
FileMaker as a relationship. It was impossible to 
understand what he wanted, because he called every 
field, layout, script and table a relationship. I often 
asked him to stop using jargon and speak to me in 

Unrecoverable databases are your fault because you 
did not make certain there was a backup system in 
place that the client could not turn off, foul up, or 
otherwise interfere with.

Carve this in stone:

• Your client will ignore your backup admonitions
• Your client will interfere with your backup system
• Your client will foul up your backup system
• Your client will turn off your backup system

 
You can count on these things exactly as much as 
you can count on the sun rising in the morning.

Think of it in the same terms as defensive driving. 
Assume the other fellow is going to always do the 
stupidest thing possible under the circumstances 
and plan ahead for it. If you put a backup system 
into place that requires a client to do nothing more 
than push a button to make backups, he won’t do it! 

Written guarantees available in the Lobby.

Find an automated backup scheme (FileMaker 
Server is indispensable for this) that fits your client’s 
situation the best and implement it. Make certain 
there is off-site backup as well (fires and robberies 
happen). The greater the rate of data entry, the more 
frequently backups should take place. Make certain 
your client always keeps the last several weeks of 
hard copy data because under some circumstances 
manual re-entry of data may be the only option. 
Check frequently to be certain backups are actually 
taking place and are stored everywhere necessary.

Communicate With Your Client
OK, so this doesn’t have much to do with software 
design, but it does have to do with keeping your 
client informed and happy, which will allow you to 
continue working on his project. Fail to do this and 
you may have no project to worry about designing. 
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Feature Creep
When you are half way through a project and the 
client calls you to ask, can you make it do this too?...

That is feature creep: the addition of new features 
or functionality not included in the original design 
specifications.

There is another term for feature creep… project 
cyanide! Taken in not very large doses, it can be fatal. 
At the very least, it will make you sick.

First, you should know that all projects suffer from 
at least attempted, feature creep. I can’t think of a 
single project I’ve ever done where I didn’t get at 
least one call mid-project, asking for new function-
ality. This is one of the many important reasons for 
having all that documentation mentioned before.

If you do not have the aforementioned documents, 
all features are original design specifications. You 
can’t refuse any requests because all requests are, by 
definition, part of the original design (because you 
don’t have one!).

If you’re getting paid by the hour (and you should 
be), then feature creep might not sound like such 
a bad thing. A new feature means more work and 
therefore more money. No one objects to more 
money. But a new feature, if substantial enough, may 
just invalidate your basic design concept, forcing you 
to start over if you want to add the feature.

More subtly, a new feature can trickle through your 
system, breaking code you’ve already finished and 
forcing you to rewrite complex routines.

All of the design documents are sign-off documents. 
That is, the client should sign each document indi-
cating that he/she agrees it is an exact and complete 
description of how things are or what they want, ex-
pect and have agreed to. If it’s not in the documen-
tation then it’s not part of the project. This helps to 
stave off the poisonous effects of feature creep.

plain English, but he continued to say relationship a 
dozen times per phone call. I think the only time he 
didn’t use the term was when he was actually talking 
about a relationship!

The worst thing you can do is to build a database 
the way your client thinks it should be done. At the 
same time, you might find it difficult to convince 
him to just tell you what he needs and leave the how 
up to you. In these cases, separate his needs from 
the way he believes it should be done, then do it the 
right way. You may have to disguise the solution to 
make it look as if it were built the way he wanted, 
but you’ll be better off than if you follow his plan. 
A few dummy fields sprinkled here and there will 
usually do the trick. (I have another client who to 
this day believes a primary key field designed his 
way actually does something. It doesn’t.) Yes, this is 
deceitful. But it will get you in far less trouble than 
building a project in a manner that is unworkable. 
Your only other option with an obstinate client is to 
turn down the project.

Along these same lines, make certain your client 
understands that you will refuse to work for him if 
he insists on dabbling with the database himself. 
Before you deliver a project, make a record of the 
number of fields, tables, value lists, etc., in case you 
may need to check for this. Some clients will alter 
the solution and not tell you about it.

I have/had another client who, despite repeated 
warnings, likes to go in and dabble with his data-
bases. Since I work on the master files in my office, 
when I install an upgrade, all his dabbling disap-
pears. He has yet to understand what has happened 
to all the changes he has made, despite numerous 
explanations.

Just as with backup schemes, if the client pushes you 
to use an inadequate design, or accept his dabbling 
with the solution, the disastrous end result is your 
fault. He will see it that way, and he will be right.
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•	 “Your feature request is a nice idea, but is not part 
of the design specifications and is impractical from a 
technical standpoint. It would be too prone to failure 
if it worked at all, and I fervently advise against it. 
In fact, reluctantly I feel I must refuse this request.”

•	 “Your request is a good idea, but it is not in the 
current design specifications, would take XX ad-
ditional hours beyond the original estimate at a cost 
of YY additional dollars, and would push back our 
completion date. I think it would be wise to add this 
to the feature list for the next version of the software, 
rather than attempting to include it now.”

•	 “I never created a design specifications document, 
therefore this request holds exactly the same weight 
as all the other requests you’ve made and I have no 
grounds on which to reject it. I don’t know if it will 
interfere with the overall design because I don’t have 
one, don’t know how much extra it will cost because 
I never created a cost estimate, and can’t say if it will 
bring down the technical structure because I don’t 
have a plan for that either… sure, I’ll do it!”

(Sorry, I couldn’t resist that last one. It just seemed 
too funny at the time.)

Give Them What They Need, Not What They Want
The title sounds quite flippant, but this concept is 
really very important and applies equally whether 
you are building a solution for a client or for your-
self. Exactly the same kind and severity of errors can 
be made in either case. It is doubly difficult to avoid 
these errors if you are the client because it is more 
difficult to maintain sufficient distance from the 
project for a healthy impartiality and to make the 
necessary judgments and decisions.

Every project begins at the same place: the client 
telling you what he/she wants. Novice developers all 
make exactly the same mistake at this point and it is 
very often fatal.

However, a client who is requesting an additional 
feature is not being unreasonable (at least not from 
his viewpoint) and you can’t be unreasonable either. 
Simply telling clients it’s not in the design specs and 
therefore I won’t do it won’t make you a lot of friends. 
You can’t reject requests out-of-hand, even ones that 
happen to be ridiculous, but you also can’t accept 
requests that would result in disaster for the project.

In the interest of the success of your project, you 
must keep feature creep at bay as much as humanly 
possible. Your response to a mid-project request 
should roughly take the form of one of the examples 
below (assuming you have a design specifications 
document, without which you are on your own and 
captain of a sinking ship):

•	 “I can add that feature for you right away. It will 
only take me a few minutes, won’t interfere with the 
existing code and is a great idea. In fact, I’ve already 
implemented it for you while we’ve been talking on 
the phone.” 

•	 “I can add that feature for you. It is not in the design 
specifications and will take XX additional hours be-
yond the original estimate at a cost of YY additional 
dollars and will have ZZ limitations. Do you want 
me to go ahead with it?”

•	 “I can add that feature for you. However, it is not in 
the design specifications and because of the com-
plexity of the new feature will require rewriting a 
substantial amount of the code already in place. This 
will take XX additional hours beyond the original 
estimate at a cost of YY additional dollars and will 
have ZZ limitations. Do you want me to go ahead 
with it?”

•	 “It is possible to implement this functionality. How-
ever, it is not in the design specifications and affects 
the project design at a sufficiently fundamental level 
that it would be necessary to redesign the project and 
start coding from scratch. Do you want me to start 
the project over from the beginning?”
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•	 Ignore what the client initially said he needed. De-
termine on your own what he needs. Then revisit his 
statement of what he needs in light of your findings. 

•	 Based on the foregoing, determine what software so-
lution needs to be built and what must be the central 
theme of the solution.

•	 Determine what technical approach and techniques 
are required to build the solution.

All of the foregoing is done on paper in the form of 
an existing system document, a requirements analy-
sis document, a design specifications document and a 
technical specifications document. These are your case 
history, examination, diagnosis and treatment plan. 
If you don’t have them, you cannot possibly pro-
vide the correct solution to your client’s problems, 
because you would instead be building a solution 
based on a layman’s description of his needs.

Always remember, when a client says, please build me 
XYZ, you should always hear please find out what I 
need and build that for me. Never just build XYZ.

Clients Should Never Look Over Your Shoulder
Never, ever let your client watch you work on his 
database. If in the last ten years you haven’t made a 
stupid mistake, or taken an hour to figure out a two-
minute problem, you will do one of these things 
while a client is watching. Guaranteed! But worse 
than that…

FMI goes to a great deal of trouble to make File-
Maker appear , at least superficially, to be a simple, 
anyone-can-do-it tool. If your client gets this im-
pression while watching you (and if you’re good, he 
will), it may just cost you the job. When he finally 
realizes it wasn’t quite so simple after all, he’ll be too 
embarrassed to call you. He’ll call someone else.

If a client insists on watching you work, clutch your 
chest, fall to the floor and gasp, ambulance, ambu-
lance! Later, tell him it turned out to be just gas.

What the client wants is, with rare exception, not 
what the client needs! Rushing ahead and simply 
building what the client asked for is virtually guar-
anteed to lead to a failed project. (Some clients will 
insist on this and it is better to simply pass on these 
projects.)

Imagine you are a doctor. A patient comes to you 
and says, I need my appendix removed; it hurts. Taking 
at face value what a client says he wants and pro-
ceeding to build a solution based on that statement 
is exactly the same as wheeling your patient straight 
to surgery and removing his appendix on his say-so.

Baaaaaad idea! 

When you take on a client you have an obligation to 
that client (and for the sake of self-preservation) to 
determine what he really needs as opposed to what 
he believes he needs. You are the expert. Therefore, 
you must determine what is needed. Always.

I need my appendix removed; it hurts, really means 
I have a pain in my belly, please make it go away. In 
order to fulfill your professional obligations, you 
must take a case history, examine the patient, make 
a diagnosis and determine a course of treatment, 
while largely ignoring the reference to the appendix. 
Otherwise you are guilty of malpractice.

In order not to be guilty of malpractice as a database 
developer, you must:

•	 Understand in detail how things are currently done 
in your client’s business. Follow and document all 
relevant workflows from beginning to end.

•	 Determine what you think your client needs based 
on interviews with your client and his staff, on your 
observations of day-to-day work performed, and on; 
employee descriptions of what they believe they need; 
where work runs into bottlenecks, and what they 
would like to be able to do that they cannot currently 
do. (Remember, statements about how work is per-
formed may often differ from what you observe.)
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recoveries. You must assume this happened. You 
cannot afford not to. Further, does the client report 
several occasions when he had to resort to backup 
files due to mysterious crashes? This is an additional 
indicator that perhaps the developer delivered a file 
that had been crashed at one time or another. (FMI 
really should add some sort of developer-accessible 
marker to a file that tells you whether or not it has 
been recovered.)

If you use this file, you are inviting disaster. Chances 
are excellent that you will be putting all your work 
into a file that is unstable. Guess who’ll get the 
blame?

Good guess!

You’ve been warned. These lemon files are out there 
in huge numbers. Don’t fall victim.

The Client is Always Wrong
Well, not really, but it was a cute title. You will not 
be called upon to build a completely new solu-
tion nearly as often as you will be asked to work 
on an existing solution. This makes perfect sense. 
FileMaker has been around for decades, so there 
are more solutions already out there than new ones 
currently needed.

Ninety-nine percent of the time, the existing solu-
tion you are asked to work on will be a mess. After 
all, if the solution were a properly built, professional 
job the client would probably be calling the person 
who built it, not you. 

The request you will get from the client will almost 
certainly be to add a new feature or repair some 
existing feature that no longer works. This is what 
the client believes he needs, but it is seldom what is 
actually needed, hence the title.

When you open the file(s) you are likely as not 
going to find an unworkable solution. Something 
cobbled together with little rhyme or reason and 

Watch Out for Clients’ Lemon Files
Clients will usually admit to using the recover com-
mand and resuming use of the same file. They don’t 
understand that recovered doesn’t mean recovered. 

For that matter, neither do I. FMI ought to change 
the name to something like: Turn file into organ do-
nor… remove from life support when all data has been 
retrieved. (Maybe that’s too long?)

Since it is unlikely a client would know or remem-
ber that the recover command is just a tool for get-
ting data out of a damaged file, it makes sense they 
would continue to use that damaged file, oblivious 
to the lurking disaster.

Occasionally a client will lie about using the recover 
command. That’s not really a problem. It’s easy to 
tell when they’re lying. Just look at the setup. Are 
they using FMP Server? Do they make frequent 
backups? Have they ever resorted to a backup file?

All databases become corrupt sooner or later. No 
exceptions. That’s why we make backups. We know 
this is going to happen. We just don’t know when. 
The longer a solution has been in use, the greater 
the likelihood of corruption. If a client has had a 
database for longer than a year or two, doesn’t use 
server, doesn’t make backups, and has never resorted 
to a backup file, he has used the recover command 
and he is using a recovered file. Simple.

However, it does get more complicated. Perhaps the 
client does all the right things, is not using a file he 
recovered and does resort to backups when a file 
crashes. Don’t assume you’re safe. Your client may be 
using a recovered file without knowing it!

Take a look at the file itself. Is it poorly designed? 
Does it suffer from angry fruit salad and other 
indications of amateurish work? Then chances are 
extremely high the developer did not use backups 
and was forced to continue working on a corrupted 
file after a recovery: sometimes after numerous 
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derstand that FileMaker is just a tool and that their 
previous developer used a good tool to build a lousy 
solution. Every time they open their solution they 
see FileMaker Pro emblazoned everywhere. You are 
not going to get through to them that FileMaker 
and their current solution are not one and the same 
thing. Their logic is as follows:
•	 Solution = crap
•	 Solution = FileMaker
•	 FileMaker = crap
•	 You = Another FileMaker developer

•	 Another FMP developer = another crappy solution

That logical progression takes the client about one 
millisecond (if you watch carefully, you can see 
this data exchange take place in his eyes — it’s a 
lightning-fast ripple that is gone in an instant), and 
you’re dead before you hit the ground.

Here’s where I ride in on my white horse and come 
to your rescue! (You’re welcome.)

You can actually win this scenario almost every 
single time, if you come prepared. Since you know 
you’re going to tell the client his solution is garbage 
and that he needs to pay you to build a new one, 
there is no excuse for not being properly equipped.

Choose the slickest most visually awe-inspiring 
solution you’ve built, that you can show off without 
compromising an NDA. If you don’t have anything, 
build one. It’s worth the effort because this package 
will make you a lot of money.

Remember what I said previously about a good-
looking solution with bad code selling better than a 
bad looking solution with great code? This is where 
that bit of information really comes in handy.

Your demo solution doesn’t have to do much. It just 
has to look fantastic. Pick something that looks gor-
geous on both Windows and Macintosh and build 
a standalone version for each platform so you don’t 

impossible to work with. As has happened to me 
quite a few times, you may find that what the client 
wants is simply not possible or practical with the 
current design or lack of it in his database.

Now you face a difficult problem. Do you tell the 
client his database is trash, or keep quiet? Keeping 
quiet is a tacit agreement to do the work requested. 
If the database is bad enough, your additions/chang-
es won’t work properly and you’ll get the blame… 
deservedly so.

If you tell the client his database is junk, chances are 
better than 50-50 you’re going to upset him. If he 
didn’t already know it was junk, he’ll suspect you of 
ulterior motives. If he did already know, he’ll still be 
upset because he was hoping you’d tell him other-
wise. This is a tread-lightly, seldom-win situation 
that requires your very best diplomacy. You must tell 
the client the truth and you have to find a way to 
do it that is palatable or you’ll simply lose the client. 
Don’t ask me how to approach this. I still wing it 
every time. You’re on your own. But there’s another 
common zinger involved here that you’d better 
know about or you’ll lose a lot of these clients that 
you could have saved.

Look at the situation from the client’s point of view. 
Usually he knows nothing about FileMaker. All 
he does know is that he paid a lot of money (it’s 
always a lot of money — I swear, if they spent $1.85 
on the whole project, they’d call it a lot of money) 
for a solution that doesn’t work properly and now 
he’s discovered, thanks to you, that it can’t be made 
to work properly. He’s liable to remark, or at least 
think; This FileMaker thing is crap!

Stop and read that again. What’s happening here? 
This is extremely important. Did you get it?

Clients by and large do not distinguish between 
FileMaker Pro and the solutions built in it! They 
believe that the crappy solution they are looking at 
is FileMaker Pro. Good luck getting them to un-
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will surely follow if you don’t fulfill the preceding 
obligations

Here are some very simple things you can do to 
protect yourself and your client:

• Get a mail box from any mail box service and use 
that as your company address on everything; your 
stationary, web site, telephone listings, etc.

• Ask your phone company to put your mail box ad-
dress as the address shown in the phone directory.

 
The phone company may or may not be willing to 
do the latter. If they won’t:

Put your company phone under any John Doe name 
you care to use. You will have to tell your phone 
company that you want the real name unavailable to 
anyone under any circumstances. (They have differ-
ent levels of not available they won’t tell you about 
unless you ask very persistently.) Unlisted will not 
work. Unlisted just means the phone company will 
give you up with only a little more coaxing.

If the phone company in your area is intransigent, 
don’t give them your real name! They will simply ask 
for a deposit. This way it is impossible to discover 
your office location through the phone company.

Also, when you call out on behalf of your company 
to someone you don’t know, use *67 to hide your 
caller ID.  There are cross-reference guides on the 
internet which will give up your address with just 
the phone number.

Here is more spy stuff to do:

• Consider encrypting your client’s project at the 
end of every day. This is a bit tedious, but modern 
encryption algorithms are so sophisticated, no one is 
going to be able to hack in

• Have a password-protected screen saver
• Keep your office door locked at all times
• Work behind a bulletproof firewall. Some pimply-

faced teenager with nothing to do is just itching to 
get into your system: don’t let him. One of the best 

have to worry whether or not clients have the right 
version of FMP installed on any specific machine. 

When you know you are going to drop a bombshell 
on your client regarding his awful existing solution, 
start with: I’d like to show you something. Don’t say 
anything about FileMaker. Disguise the fact that 
it is a FileMaker solution as much as you can. Just 
install your solution and run it for him. Show off all 
the bells and whistles. When you think he is suffi-
ciently impressed, start up his old solution and show 
him the two solutions side-by-side. Explain to him 
that your slick solution was built in FileMaker Pro, 
just like his crappy one. Then let this information 
sink in for a minute. If you see that lightning-fast 
ripple in his eyes again, you know you’re home free. 
At the very least, he isn’t likely to continue thinking 
that FileMaker Pro is the problem.

Now that he gets it, it’s safer to deliver the bad news 
about his terrible solution. Just tell him that his 
database looks just as bad behind the scenes as it 
does visually on the screen and that it has nothing 
to do with FileMaker but rather with the person 
who built his solution. Now it will make sense. 
From there it will be a snap to explain to him that 
the work he requested is not really the problem, and 
that it can’t be done in the current solution.

Think Like a Spy
OK, you won’t need a pistol or a secret decoder 
ring, but you do have to be security minded if you 
develop databases for anyone other than yourself. If 
you are developing a database for a client then you 
will be in possession of:

• Their source code (after all, you’re writing it)
• Their secret company data (at least some of it)
• All their passwords
• A responsibility to see to it that it is impossible for 

anyone to get these things away from you
• Not nearly enough money to cover the law suit that 
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things you can do to prevent this, aside from the 
firewall, is to make sure your most exposed machine 
is a Mac and any other computers on the network 
are on a secondary intranet. 
All those zit-covered teenagers focus their efforts on 
the Windows platform which they can often suc-
cessfully break into. Fortunately, they don’t consider 
the Mac to be worth the effort

• Do not talk about your clients in public. Your client 
may consider the fact that you are working for him 
to be a secret, and it is just not good policy to blab 
about clients. Keep it to yourself

• Give your client a non-disclosure agreement. Don’t 
wait for him to ask for it. Offer it without being 
asked. Stick to it religiously. In fact, interpret it 
more broadly than you think necessary. Your clients 
will notice and appreciate that you are so cautious 
with their information

• Do not give any of your clients as a reference unless 
you have permission to do so 

• Likewise, do not show any project you have done 
for a previous client to a prospective client, unless 
you have permission to do so

Store Client Passwords in Three Places
Your client will lose his master password (and very 
often change it first, without telling you). Store his 
master password in at least three different places 
both in your office and off-site. You will need it.

The worst case is when a client changes his pass-
word without telling you, then forgets it. With the 
latest versions of FileMaker, FMI can no longer 
recover the password for you. So…

• Build a back door into the solution your client 
doesn’t know about

• As a last resort, go to lostpassword.com. This 
software will not recover the password, but will 
substitute its own, which it will then tell you. Us-
ing this software may get you in dutch with FMI 
and/or corrupt your file. Proceed at your own risk.
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so you can refer to them later.

This way, when a new problem appears that was not 
in previous builds, you can track its origin through 
your notes and potentially solve it much more 
quickly. You’d be amazed just how easy it is to forget 
what you did yesterday that might have caused the 
new problem you are experiencing today.

Of course, you could create a database to track these 
things, but simple text files will do at the begin-
ning, until you know exactly what you’d like such a 
database to do and how it should do it.

Build & Version Tracking
Prior to version 7 of FMP, crashes during develop-
ment of a database were fairly common. It was un-
likely indeed that you would get completely through 
a project without one or more crashes. This is not to 
say that FileMaker was somehow inherently weak. 
During development, many field definitions, layouts 
and scripts are changed and it is these changes that 
seem to make crashes more likely. Though cur-
rent versions seem to be a great deal more bullet-
proof than pre-7 versions, there have been reports 
that when and if a crash does occur, it tends to be 
much more serious. (Don’t let this alarm you. Any 
database can crash. This problem is not peculiar to 
FileMaker. The trick is to be prepared.)

7 Tools

Bug & To-Do Tracking
There is specialized software available for this sort of 
thing, but at the beginning a simple word processing 
document will suffice.

Create a document in your favorite word proces-
sor, title it MyProject_Bugs (or similar) and keep 
it open along side your project, whenever you are 
working. Store it in the documentation folder for 
your project. As you find bugs, or things that need 
to be done, or think of features you would like to 
add, enter them in detail into this document. Don’t 
be lazy about this. It’s important.

You will use this document extensively, and should 
refer to it daily. Don’t delete items from it when 
they are done. Check them off, or move them to a 
different section of the document, but keep every 
entry. And when an entry is completed, note in 
detail what you did to fix the problem or add the 
feature, what build you did it in and the date.

For every new entry, religiously add the date the 
entry was made, and the build number to which the 
item refers. Also, be certain to note in which build 
a problem was found, fixed, or feature added. This is 
very important.

More than this, keep careful track of everything you 
do or change for every build. You might even want a 
separate word processor document for this. Or you 
may want to go so far as to copy and paste before 
and after calculation changes into such a document 
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more than 2 or 3 days at the most. One day would 
be preferable. (Think in terms of how much work 
you are willing to do over again.)

When you feel you have reached a significant mile-
stone, duplicate the YourProjectName_x01 folder, 
rename it to YourProjectName_x02 and resume work 
with the file contained in that new folder.

The YourProjectName_x01 folder is now locked for-
ever and must not be touched unless disaster forces 
you to have to revert to that version.

One more thing must be done. Several times a week, 
copy the entire project folder, with all the builds, 
the documentation folder and graphics folder, to a 
CD/DVD, and also to an off-site storage facility of 
some kind. This way, if your computer melts down, 
you have the CD. If your office burns to the ground, 
you have the off-site copy. These things do happen. 
A computer and desk will seem a small loss indeed 
compared to losing a project you may have worked 
on for months. Not to mention the fact that your 
client will be lost to you forever and will probably 
sue you.

I also do one other thing when I am working on 
a project. If I am experimenting with an idea or 
technique I am not sure I will end up using or that 
I believe could produce a crash, I will save a copy of 
the file into the same build folder in case I decide 
I want to skip the idea altogether and backtrack to 
the saved copy. When you duplicate the build folder 
for the next build, be sure to trash any such copies 
in the new folder. They are unnecessary overhead.

Build a Tips & Techniques Database
You will get lots of tips and techniques from mail-
ing lists and web sites. You will lose track of most 
of them. When you need to use a technique you’ve 
used before, you either have to hunt for it all over 
again, or pull it out of a project you’ve used it on.

There is nothing worse than spending a week or 
longer working on a solution, only to have to start 
over from the beginning because a crash caught you 
by surprise.

Note:

A precautionary note about the Recover command:

Many recovered databases have gone on to function just 
fine for years. On the other hand, many have not, and 
have continued to experience crash after crash. This is 
because the recover command does not necessarily fix ev-
erything that was wrong with a database. Hidden cor-
ruption can remain and eventually lead to an unusable 
database. There is no way to tell the difference between 
a fully recovered file and one that harbors corruption. 
For this reason, you should always think of a recovered 
database as nothing more than a source from which to 
retrieve salvaged data.

There is a fixed way to organize your project so that 
the likelihood of serious loss or damage from a crash 
is eliminated. The same method will also help you 
make more sure-footed and certain progress with 
your project.

When you start your project, create a folder titled, 
YourProjectNameHere. This is the master folder for 
your project. Everything related to this project will 
be contained in this folder.

Inside the master folder for your project, create 
another folder titled Documentation, another titled 
Graphics and one called Builds.

Inside the Builds folder place yet another folder 
called: YourProjectName_x01. This is the folder 
where you will save the actual FileMaker file you 
will be working on. The database file in this folder is 
referred to as build #1.

When you work on your file, do so in stages, or 
milestones. This will be different for each project, 
and you will have to decide at what point a mile-
stone is reached, but do not work on any given build 
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You can also put design elements such as formatted 
portals, and icons on a developer’s layout in your 
template. You will find that you consistently use the 
same half-dozen different sets of design elements on 
your projects. This way you never have to hunt for 
them. Just go to that layout and pick what you want 
from what is there. Then delete what you won’t be 
using, or even the entire layout.

If you frequently use a particular set of custom func-
tions, put those in your template, along with calcula-
tion formulas you use often (you can also store these 
in a special FMP database for quick retrieval).

The more complete your template, the more tedium 
you will save and the more likely that working in 
FileMaker will remain fun and challenging.

Buy a Computer
No, I don’t get any kickbacks from computer manu-
facturers. But you still need a new computer if you 
currently have only one.

If you work on a Mac, buy a Windows machine (oh, 
stop groaning). If you work on a Windows machine, 
buy a Mac (you too, quit it!). FileMaker is a cross-
platform database and that is the way it is deployed. 
If you don’t have a cross-platform development 
environment, you will be in for many, many hours of 
extra work.

You need to see what your databases look like in 
both environments before you build 200 layouts that 
look good on one platform and awful on the other. 
Worse, your solution might even be unusable on the 
platform you didn’t test it on. This happens. A lot!

Don’t believe your client when he tells you they have 
only one type of machine and will never have the 
other. Chances are they will. And even if they don’t, 
you may one day want to adapt this solution for 
another client who has the other platform.

Build a simple database to keep track of all these 
things. It will save you a lot of time hunting. You’d 
be surprised how many times you can use a tech-
nique and still not remember how it was done the 
next time you need it. Since the first release of this 
white paper, I built a tips & techniques database for 
you called Developer Storage. You can download it 
from our web site. It is completely open and you are 
free to use it as you like within the copyright.

Create a Developer’s Template
You will find there are a lot of things you put into 
every project you create. If you will be doing a num-
ber of projects, you can save yourself a lot of time 
and aggravation by creating a starting template for 
yourself containing tables, fields, scripts, value lists, 
etc., that you use repeatedly. This is even simpler 
now that FileMaker allows duplication and copying 
of tables, fields, etc.

Here’s an example of an extremely useful template, 
along with a completely blatant and shameless plug:

Here at Foundation Database Systems we use a 
starting template that I built called AutoNavigator 
for FileMaker Pro. You can see a demo of it at: www.
foundationdbs.com/products.html. AutoNavigator 
has a complete tab and navigation system built right 
into it and is a bigger work saver than any other 
template have I ever seen or used. It has the added 
advantage that you can add your template require-
ments to this template.

With this template I can build a tab and layout nav-
igation system many layers deep in minutes, instead 
of days. This keeps me from having to perform the 
same tedious and complicated tasks over and over 
again for every project, and consequently saves me 
days of time and clients lots of money. Since it was 
long ago completely tested and debugged, I never 
have to test and debug another navigation system. 
Less debugging saves clients money too. (End plug.)
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Either way, you will do projects both for clients who 
have Macs, and for clients who have Windows. Al-
ways do your development on the primary platform 
of your client. Fail to follow this advice and you will 
understand all too painfully why it was given.

Also, there are minor differences in the behavior of 
some FileMaker functions such as popup menus, 
between Mac and Windows versions. You need to 
be certain that what you build works on both plat-
forms. (Example: a popup menu will pause a script 
in Windows until an entry is made, but won’t do the 
same on a Mac.)
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dimmed. You can’t do it. Unfortunately there will be 
times when you need to do it.

A good example of the need to create records 
via a Cartesian relationship is if you are build-
ing a table for the sole purpose of creating a list of 
items to draw on for a popup or drop-down menu. 
You might for example have a portal to the table 
containing this list that you want users to be able to 
access and edit from any record they happen to be 
on. In such a case a Cartesian relationship would be 
ideal, but the one now built into FMP. The solution 
is simple:

Use an old-style universal join (Cartesian relation-
ship) as described above. Make the left side of your 
relationship (the primary key) a global calc set to 
one. Make the right side (foreign key) a simple 
number field (slightly different from the previous 
description because it is not a calc field) and set 
the relationship to allow creation of related records. 
Now you can add list records in a portal and always 
see them regardless of what record you are on in the 
primary table. You’ll find other uses for the old-
school versions of a Cartesian join as well.

Check Your Buttons
It is hard for most people to discover how this trick 
is done, and it is critical to proper interface design.

8 Techniques

A List of One
With the arrival of version 7 of FileMaker, creat-
ing universal relationships (Cartesian relationships) 
became much simpler than it once was. Just select 
the “X” instead of the “=” in the relationship dialog 
and you’re off and running. However, this doesn’t 
work for every situation.

There were initial reports when version 7 first ar-
rived that the old method I am about to explain to 
you was much faster than the new Cartesian rela-
tionship when it came to manipulating data. If this 
was ever true, I don’t know, it certainly isn’t now.

If you’re not familiar with the old form of this kind 
of relationship, it’s quite simple: the primary key is 
a global number field set to the number one by your 
startup script to insure it is never accidentally empty. 
The foreign key is a stored calc field that is also set 
to equal one. This way your primary table can always 
see all the records in the related table.

A variation of the above for modern versions of 
FMP would make the primary key a global calc field 
set to one so you don’t have to worry about placing a 
one in the field during your startup script.

There is a problem with the newer kind of Car-
tesian relationship that might make you wish to 
resort to the older method at times. If you select 
the “X” (Cartesian relationship) in the relationship 
definition dialog you will notice the option to allow 
creation of related records via this relationship is 



82 | White Paper for FMP Novices

clicked. Try this with a one in a global field as a 
primary key and a one as an auto-enter or calc field 
foreign key. Remove the one from the global field 
and your button disappears. Replace it and the but-
ton reappears. Simple.

The more complicated solution involves having 
a grayed-out button appear in place of the active 
button when that active button disappears. Most 
people attempt to imitate this trick by first creating 
a grayed-out button (disconnecting the script of 
course) and putting that button directly behind the 
portal containing the active button. Try it.

Unfortunately, when the active button disappears, 
so does the grayed-out button behind it. Why? 
Because the grayed-out button has to be in precisely 
the same position as the active button, or object 
jumping will occur when the portal and active but-
ton disappear. Even though the grayed-out button 
is behind the portal, the portal still assumes owner-
ship and takes that button with it when it goes away 
because the grayed-out button is contained wholly 
within the portal boundaries.

In order for the button behind the portal to remain 
visible when the portal disappears it must be at least 
one pixel above and to the left of the portal. But 
then, you can see the edge of the grayed-out button 
behind the active button and the illusion is lost.

The next thing most people try is creating a rect-
angle of the same color as the background and 
grouping the rectangle with the grayed-out button, 
making the grouped object larger than the portal so 
the grayed-out button can again be placed directly 
behind the portal. Try this. It won’t work either!

The reason is that the portal doesn’t recognize the 
grouping and will still treat the grayed-out button as 
its own, making it vanish with the portal.

Even though the above doesn’t work, it is still on the 
right track because only one more step is required to 
pull it all together.

Previously I mentioned that buttons that have no 
action should not be shown on a layout unless they 
are grayed-out, making it clear to the user that 
they are non-functional under the current circum-
stances. Of course, it’s easier to say you should show 
a grayed-out button than it is to do it. And in fact, 
many people have done so in the past by creating 
additional layouts for the sole purpose of showing a 
grayed-out button when indicated. But if you have 
three or four buttons on a layout, any combination 
of which can be grayed-out under varying circum-
stances, that’s a lot of extra layouts for just that one 
purpose. It gets unwieldy in a big hurry.

Most developers have avoided this problem by sim-
ply showing or not showing the button in question, 
avoiding the grayed-out button problem altogether. 
But this is not really proper interface design. But-
tons should not just disappear. They should be active 
or grayed-out, but always there. The grayed-out 
button trick I am about to teach you is dependant 
on the older, appearing-disappearing button trick, so 
I’ll tell you how to pull off that one first…

All you need to make buttons appear and disap-
pear is one relationship, and a one-row portal for 
that relationship with no fill, no line and no vertical 
scroll bar. Often you can use a relationship that al-
ready exists but if not, make a new one. Your button 
goes inside the one-row portal. The portal should 
be sized to exactly the same pixel dimensions as the 
button. Perfectly centered this way, there is no room 
around the button for users to click into the portal, 
just on the button itself. If your button has rounded 
corners, you may wish to set the portal to be a but-
ton also, in case someone inadvertently clicks on just 
the right one or two pixels that will put him inside 
the portal instead of on the button. Have the portal 
button assigned to the same task as the real button.

When the relationship is valid, the portal and but-
ton will be visible. When invalid, the portal and 
button will be invisible and the button cannot be 
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wise account for in your new solution.

The worse the design of the original solution, the 
more trouble you will have moving the data it con-
tains. To the novice this probably sounds odd. After 
all, FileMaker has both export and import functions 
that work quite well. What’s the problem?

The problem is that poorly designed databases 
invariably have data stored in a table where it should 
not be and also have lots and LOTS of data stored 
in inappropriate fields. Data is stored in inappropri-
ate fields because users had no place else to put it.

One of the most common occurrences is finding a 
single table containing data that should have been 
placed in multiple tables.

Imagine a single table containing what should have 
been two, three, four or more tables, with hundreds 
of bits and pieces of data in the wrong fields. This is 
a problem you certainly will not solve with a simple 
export and import. What can you do? That’s what 
this topic is about: dealing with impossible data.

The following examples reference tools, some of 
which are available only in newer versions of FMP. 
You can do all of these things in other versions, it’s 
just a little more tedious. The important thing here 
is to get the big idea; all else follows. 

Let’s imagine you have a single table with contacts 
and multiple addresses for those contacts stored 
in the same table (trust me, it will never be this 
simple). Some of the contacts have one address, oth-
ers three or four. You have to do a lot of sorting and 
reporting based on addresses, so leaving them where 
they are is not an option. They must be split out into 
a separate table.

To start, you must think of this single table as two 
separate tables that are stuck together. The address 
fields are part of a distinct table that just happens to 
have the wrong primary key and no foreign key at 
all, associated with each address record.

Copy the grouped rectangle and grayed-out but-
ton to the clipboard. Open your favorite graphics 
program and paste it in. Save this graphic as a .gif, 
then import that .gif back into your FMP database 
and put it right back behind the portal where it was. 
Now it really is a single graphic item and since the 
portal won’t see the button part of the graphic as a 
separate object, it won’t take the button with it when 
it disappears.

Now put a one in your global field and the ac-
tive button will appear, hiding the inactive button. 
Remove the one and the active button and portal 
will disappear, leaving the inactive button visible. No 
object jumping, no telltale edges. Done.

The rectangle can be any size, as long as it is larger 
than the portal. But it only needs to be one pixel 
wider and one pixel taller than the portal. Make 
sure these extra pixels are to the left and top of the 
grayed-out button (that is, the grayed-out button is 
in the lower right hand corner of the rectangle). This 
makes positioning simpler. Just check the position 
of the real button, then place your .gif one pixel 
further to the left and one pixel closer to the top of 
your layout. This saves time trying to jockey a larger 
image into the exactly correct position.

One precaution: The grayed-out button graphic 
must be behind the portal for this to work. If you 
inadvertently place the graphic between the active 
button and the portal, the active button will never 
be visible, though it will still launch its script!

Impossible Data
Previously I’ve discussed the fact that you will 
sometimes be called upon to build a new database to 
replace an unsalvageable existing solution. Unfor-
tunately, this does not mean you won’t have to deal 
with the old database. In fact, you’ll probably have 
to deal with it quite a lot. The reason is simple: it’s 
full of data! Data you have to move into or other-



84 | White Paper for FMP Novices

form auto-enter options while importing so that the 
primary key field of the new table will be populated. 
The newly imported records will already contain the 
proper foreign key entries because you created them 
in the old table before importing.

Just repeat the above import process for each suc-
ceeding set of address fields, and you’ll have your 
new address table fully populated and properly 
related to the contacts table.  Remember to change 
the fields selected for import with each successive 
selection. (Repeat the whole process for any other 
data sets you need to break out of the old table into 
new ones.) Throw a portal into the mix and pat 
yourself on the back when you notice it’s not empty. 
Now just delete all those address fields from the old 
table. You don’t need them there any more.

Breaking data out of one table and into multiple 
tables isn’t too difficult; it’s just tedious. In the case 
of data contained in the wrong fields, the problem is 
a bit more gritty.

You’ll find phone numbers tacked onto the end of 
name and address fields or in note fields. You may 
find two phone numbers in one phone number field, 
two email addresses in one email address field. The 
variations are endless and you have to clean it up 
because the data is useless as is. Unless there are 
very few records indeed, you simply can’t clean it 
all up by hand, it would take forever. Automation is 
the only answer. To deal with the mess you’ll have 
to resort to thinking outside the box quite a bit. The 
approach you take will depend a great deal on the 
manner in which data is messed up in the field(s). 
But, I’ll give you a general idea to get you started...

Let’s assume you are dealing with a name field, 
and that many of the records also contain phone 
numbers, email addresses and the name of a second 
person all in that same name field. (Don’t dwell too 
heavily on the particular types of data I’ve chosen 
for this example. It is the overall concept you must 
grasp, rather than the specific data types.)

So... put a foreign key in!

Add a stored calculation field that is equal to the 
existing primary key for the table. Often, there will 
not be a proper primary key. So create and populate 
a primary key field first.

Once you leave the define fields dialog box, the new 
foreign key calculation field will automatically fill 
itself with the matching primary key. Go right back 
into the field definition area and convert the same 
foreign key calculation field to a simple number 
field. It will retain the numbers just entered into it 
via the calculation. You now have your foreign key.

Duplicate the table and create a relationship 
between the primary key in the old table and the 
newly created foreign key in the new table. The new 
table will still have the old primary key field in it. 
Change its name to reflect the new table and reset 
it to start entering numbers at one (1). This will be 
your primary key for the new table. (Remember, the 
old table did not have a primary key for the address 
records.)

Delete all the records from this duplicated table.

Now you should have an empty, duplicated table, 
the primary key of which has been suitably renamed 
and reset to start numbering records at one. Delete 
all the data fields that don’t apply to this new ad-
dresses table.

If you have four sets of address fields in the old 
table, you will have to do four imports into the new 
table, one for each address set. Remember to first 
go to the proper layout for the original table and 
select Show all records from the records menu first 
(any records not in the current found set will not 
be available to the import command). Then go to a 
layout for your new table, select the import records 
command and in the import records dialog box, set 
the import list to matching field names. Deselect all 
fields except the newly created foreign key field and 
the first set of address fields. Be sure to check Per-
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that removes names and phone numbers, leav-
ing email addresses, and still another that removes 
names and email addresses, leaving only phone 
numbers. But we’ll skip these for ease of illustration 
purposes.) The example here is further simplified by 
ignoring the fact that we may have name fields with 
two or more email addresses and/or two or more 
phone numbers in them, in addition to one or two 
names.

Here are some hints that will help you to under-
stand the kind of logic needed with this sort of data 
cleanup problem: 

• All email addresses contain the @ symbol, so we 
can easily identify any name field that contains an 
email address (Duh! OK, so this one’s obvious).

• No name in any language of which I am aware 
contains any digits. However, an email address can 
contain digits. Therefore, a field that contains no 
@ symbol, but does contain digits, must contain a 
phone number (unless the field contains the person’s 
shoe size… but let’s not complicate this). This 
means that in fields that might contain an email 
address and a phone number, the email address 
must be stripped out first.

• Names present a little tougher challenge. If every-
one’s name consisted of just a first and last name, it 
would be simple. A field cleaned of email addresses 
and phone numbers would have two words in it 
if it contained a single name and four words if it 
contained two names. Unfortunately life doesn’t 
work that way. You could have names like: John 
Public, John Q. Public, J.Q. Public, J. Public, John 
Public Sr., John Quincy Public Jr., etc. The possible 
variations are daunting, preventing you from tak-
ing a simple approach like LeftWords (nameField, 
2). However, the problem is not unsolvable.

Any field with only two words in it is a field 
containing a single person’s name. The same is still 
somewhat true of a three-word field; no one is likely 
to enter just a first or last name for a second person. 

Return to the calculation field trick mentioned 
above. Create a stored calc field that equals the 
content of the offending field, but uses the Trim() 
function to make sure you don’t have any superflu-
ous spaces at the beginning or end of the new field. 
I also use a triple-nested Substitute() function that 
replaces two spaces with one. This way multiple 
spaces are replaced with one space only. Include 
other functions that may help clean up the data ini-
tially as dictated by what you find. Leave the define 
fields dialog in order to cause the field to populate 
(assume this from now on, so I don’t have to keep 
repeating it). Then return to define fields and con-
vert this new calc field to a text field.

The following is very important! The new field you 
just created is now your working field. Don’t touch 
the field definition or alter the data in this or the 
original field for any reason. You are going to alter 
data from the working field with calculations in ad-
ditional new fields and you will make mistakes!

You must have an untouched field with the original 
data intact and an untouched working field with the 
original data minus superfluous spaces, so that you 
can start over if one of your calcs blows up in your 
face. As you progress, be sure to copy and paste the 
various calcs you create into a word processor docu-
ment so that you can quickly paste them back into 
FMP and use them again if you need to start over.

The next step is to create additional calc fields that 
manipulate the data from your new working field. 
For each possible type of misplaced data you will 
create a new set of calc fields. These calc fields will 
occur in hierarchies. One hierarchy for each piece 
of data you wish to break out. Remember that you 
don’t want to lose all those email addresses, phone 
numbers and extra names, so this effort is going to 
get complicated.

You will need a set of calc fields that removes email 
addresses, phone numbers and extra names, leaving 
single names. (You will need another set of fields 
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sprinkling of Trim () functions.
• Run tests on the data you are trying to control, 

using custom dialogs to discover if FMP is seeing 
the data the same way you are. For example, the @ 
symbol will tell you an email address exists, but it 
won’t tell you where it starts and ends. The email 
address fredmertz@aol.com is seen by FMP as 
two words: fredmertz and aol.com. (That’s right, 
the dot is not seen as a word separator while the 
@ symbol is.) But fred_mertz@aol.com is seen as 
three words: fred, mertz, and aol.com.  FMP sees 
the underscore character between fred and mertz as 
a word separator. So, using words to determine the 
position of an email address won’t work. However, 
spaces will!

There are no spaces in email addresses, so the first 
space to the left of the @ symbol shows you the 
beginning of the email address, while the first space 
to its right shows you the end. However, an email 
address might be contained between parentheses, 
brackets, quotes, etc. instead of spaces. So you may 
have to replace these with spaces. (Always step back 
and take a broader view.)

Below you will find a pair of diagrams illustrat-
ing the process. Be forewarned. These are over-
simplified, particularly with reference to splitting 
up multiple names. Splitting disparate data out of 
single fields can be a genuine nightmare (and brain 
bender), but it is infinitely better than trying to do 
the job manually over thousands of records. One 
tool that is quite helpful is to create a temporary list 
layout that shows your successive calc fields side-by-
side. This makes it easier to see what is working and 
what is not.

The two light blue boxes with grayed-out text in 
the first illustration represent the working fields for 
salvaging telephone and email data (not covered 
further in the illustration). The light purple fields 
represent the calc fields used to process the names 
contained in the original data fields.  

The first point of suspicion is when a field contains 
four words or more. That could be a two-name field, 
but it could also contain John Q. Public Sr. or John 
Quincy Public MD. (Keep that cyanide capsule 
handy if the field contains Dr. & Mrs. John Quincy 
Abraham Public III.)

Search the database for name fields (cleaned of 
phones and email addresses) longer than three 
words to look for patterns then take advantage of 
those patterns in your subsequent calc fields. I won’t 
go into detail here. That would require its own book, 
but you get the idea… A four-word field where the 
second word has a length of one means the sec-
ond word is an initial and therefore the field can’t 
contain two names. A four-word field that contains 
MD, M.D., Sr., Jr.  etc., can’t contain two names 
either. Grin and bear it. The logic will come to you 
and you’ll be able to whittle the problem down to 
only a few fields that must be fixed by hand.

Note: The foregoing by the way, is an excellent 
reason you must not build a solution that allows 
users to put an entire name in one field, but instead 
should always break the name up into first, middle, 
and last name fields. A single field for a name is 
an invitation to throw junk data into the field. It 
is somewhat less likely to occur to users to put an 
email address or an additional person’s name into a 
first or last name only field.

• For fields containing two person’s names, you do 
not have to get both names out, just the first. The 
second name is a snap (see next bullet point).

• Once you have achieved a clean name field, 
retrieving the phone number, email address or a 
second person’s name from the original working 
field is much simpler. Using the Substitute () func-
tion, a new calc field can remove the clean names, 
clean email addresses or clean phone numbers from 
data it pulls from the working field, leaving only 
the required data. Just play with it, you’ll get it. 
The trick is the Substitute () function and a healthy 
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by cleaning up email addresses (you can’t start with 
phone numbers because, as mentioned previously, 
an email address can contain numbers) then phone 
numbers, saving names for last. In fact, this could be 
easier. Each case is different, and you will absolutely 
have to experiment and fail a few times before 
you find the best approach to cleaning messy data. 
Messy data is like the messes kids make: each mess 
is different and more creative than the last!

The left-hand set of light purple fields with grayed-
out text in the second illustration are the same as 
the right hand set of fields in the first. They are 
there for visual continuity and to indicate that the 
second illustration is a continuation of the first.

The approach described here involves cleaning 
up names first, leaving phone numbers and email 
addresses for later. This is not the only approach 
and not necessarily even the best. You could start 
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script parameter use a Let() function to set global 
variables to the data you need and skip the whole 
value list script parameter concept entirely.

Let ( 

[$$variableOne = fieldOne ; $$variableTwo = 
fieldTwo ; $$variableThree = “textOne” ; $$variable-
Four = “etc” ] ;

0  //the zero is just a filler; you are only interested in 
setting global variables… //the script parameter is 
zero and is not actually used. Or you can use it too.

)

Scripted Email Attachments Gotcha
Scenario: You want to send out emails via script 
with a different attachment for each one, say an 
invoice. For each customer you need to create and 
save a new invoice as a PDF to a specific location, 
usually the desktop. You can’t change the name of 
the invoice because FMP’s scripting will not allow 
looking for a new name for a file attachment every 
time it jumps to a new invoice record during a loop-
ing script, but that’s OK because when you save a 
PDF with the same name as the last, FMP coopera-
tively overwrites the last one without complaining. 
However, this is also the problem.

9 Gotchas

Return Character Gotcha
This one can bite you in the behind and cost you 
hours of head scratching.

One of the great features in modern versions of 
FMP  is the ability to send script parameters. In 
fact, you can send multiple script parameters at once 
if you convert everything you’re sending into text 
(such as dates, times and numbers) and separate 
them with carriage returns. 

When you need to parse and use script parameters, 
the easiest approach is to use the LeftValues, Mid-
dleValues and RightValues functions to grab an 
entire parameter at once. However, since your script 
parameters are in a return separated list (a value list) 
and these functions are designed for manipulat-
ing value lists, they grab the whole value, which to 
FMP’s thinking includes the return character!

This can make you crazy if you don’t know about 
it and you need to compare one of these values to 
an existing text string. (They’ll compare just fine to 
another value; but a value is not the same thing as a 
text string!)

To deal with this problem you simply need to con-
vert the value to a plain text string and them remove 
the return character, like this:

Substitute ( GetAsText ( MiddleValues ( Get ( 
ScriptParameter ) ; 2 ; 1 ) ) ; “¶” ; “” )

Here’s an even better idea. In the definition of the 
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this problem to occur, and they also have to have 
line spacing set to a relatively small size for the font 
size. So this isn’t a problem likely to occur often, but 
if it does you’ll know what to do.

Merge Right
You will find you use merge fields quite often in 
your solutions. Merge Field places the name of the 
field you select, enclosed in double angle brackets, 
into a text object. This is usually used for reports, 
or placing certain information on layouts, such as 
portal counts, etc.

Often you will wish to merge date, number or time 
fields into your text and you will want them format-
ted in a particular way. Merge fields are formatted as 
entered. That is to say, if you enter 12/12/2005 into 
a date field, that is what the merge field will show in 
your text object. If you want the date to instead read 
December 12, 2005, you’ll have to format it. You 
can’t format date, time or number merge fields by 
using the text tool to select the merge fields within 
the text object. That simply won’t work.

Instead, select the entire text object with the Selec-
tion tool, rather than the text tool. Then you will 
find all the formatting options available in the 
Data Formatting section of the Inspector. Select the 
options you desire. From then on, any date merge 
fields in that text object will be formatted according 
to your choices. The same is true for number and 
time merge fields.

You also have the option of formatting all the text in 
your text object by selecting Text… from the Format 
menu when the text object has been selected with 
the Selection tool. However, you may wish to format 
the text in merge fields differently. You might want 
a date to be bold, while all the other text is plain, or 
you may find that a merge field with a long name 
creates problems for you on certain layouts where it 
forces a text object to expand to an undesirable size.

The hint for the problem is that the PDF creation 
routine is in the Print dialog. As far as FMP is 
concerned, sending a layout to be made into a PDF 
is the same as sending it to a printer. Once it is done 
sending, FMP ignores what the printer, or in this 
case the PDF engine, is doing and simply goes on 
to the next script step. That next step in the loop is 
to create a new invoice and save it, overwriting the 
previous PDF file which the email routine has not 
yet finished sending! 

The end result is a lot of PDFs sent to clients that 
are gibberish Acrobat Reader refuses to open. Part 
of the PDF is from the previous file and part from 
the just saved file. And if your machine and script-
ing are fast enough. The attachment may contain 
parts of three different PDFs!

Solution: after each send mail script step, put in a 
5-10 count pause step. If your internet connection is 
particularly slow, make the pause longer. Also, send 
blind copies of each email to your own address so 
you can review them to be sure each got a complete 
invoice PDF that can be viewed.

Set Sliding/Printing Gotcha
I don’t remember having run into this problem 
before. If you happen to get tripped up by it you 
could end up searching for the cause for an hour as 
I did, so I’m throwing this topic in here to save you 
a potential headache. Some other developer has no 
doubt already encountered this and reported it, but I 
don’t recall seeing it on any of the lists.

If you have a printing layout on which objects set to 
slide up and reduce the size of the enclosing part, 
won’t reduce the size of the enclosing part, check 
the text alignment in the relevant fields. If the text is 
set to align vertically at the center, reset it to align at 
the top to see if this doesn’t solve the problem. Your 
fields in the offending layout part do have to be very 
tightly butted up against the edge of the part for 
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Of course, you can always select specific sections of 
text in a text object and format them individually, 
but there is an additional option with merge fields.

 Using the text tool, if you highlight just the far left 
angle bracket of a merge field and then choose your 
text formatting options, the entire merge field will 
be formatted according to your choices. You can 
then select the entire merge field, with the exception 
of the first angle bracket, and format that to make 
the font size much smaller, thereby fitting inside the 
area in which you wish it to remain contained.

Only the formatting chosen for the first angle 
bracket will affect the way the merge field appears 
on your layouts/reports. If you set the first angle 
bracket to 24 points and the rest of the merge field 
text to 6 points, the entire merge field will show 
at 24 points in your reports, but will occupy much 
less space in your text object because the rest of the 
merge field text will only be 6 points in size.
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The Bug That Never Was
At some point in the development of your project 
you may wish to open a previous build of your da-
tabase alongside the current build, wanting to com-
pare functionality between the two files, copy older 
versions of scripts or fields into the new version, 
any of a number of things for a variety of reasons… 
usually because you realize you’ve made a mistake 
somewhere and need to revert part of the current 
build to a previous state. 

Be aware that some things may simply stop work-
ing in one of the files. This could cause you hours of 
frustration looking for a bug that isn’t there!

I first discovered this a number of years ago when 
had to go back to an older build of a project to grab 
a few things for transplant into the latest build. 
While I was doing so, I noticed that a tooltip based 
on a value list in the newer build had stopped work-
ing. My immediate reaction was to ask myself...

What dumb thing have I done NOW!

The areas with which I was working really didn’t 
have anything to do with the value list in question, 
but I assumed I had screwed something up and 
started searching the newer file for a shiny new bug 
I had somehow inadvertently introduced. I couldn’t 
find anything so I thought perhaps it had been bro-
ken longer than I suspected and checked the older 

10 Miscellaneous

Fuzzy-Wuzzies
This is an apparent minor bug I found way back 
when, in version 8, for the Mac. I never checked it 
on Windows and haven’t checked it at all lately.

If you import a graphic into your layout and your 
layout background is not white, some edges of your 
graphic may appear less sharp or a slightly differ-
ent or more muted color from what they should be. 
FileMaker needs a slap in the head.

Move the graphic to a white background. Deselect 
it. The edges should clean up. Now just move it 
back to where you want it and it will remain correct. 
Don’t ask me why. I haven’t got a clue.

New Layouts
Newly created layouts always come with a couple of 
things you may not need: a header and a footer. If 
you are uncertain, delete them. You can always add 
them back in later. The exception to this is a print-
ing layout. You’ll probably need them here.

Headers in particular can get in your way if you 
don’t really need them. Data you may wish to dis-
play near the top of your layout(s) may not display 
properly if contained in a header. Don’t simply let 
FMP decide for you what you need in your layout. 
Put these layout parts in only if you need them.
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between files nonetheless. One time it would occur 
in IdontRecall, the next in IdontRecall – 2. So the 
order in which files are opened doesn’t seem to have 
any effect on where problems occur. It is apparently  
quite random and could either cause you to think 
you’ve inadvertently introduced a bug into your 
newer file or, fixed a bug that existed in an older ver-
sion but that you must be getting senile because you 
don’t remember even finding it, let alone fixing it.

The reason FileMaker temporarily adds “ – 2” to the 
name of a file when two files with the same name 
are opened is because having two identically named 
files open at once can potentially cause problems. 

Temporarily altering the name of the second file is 
intended to prevent those potential problems. It ob-
viously does not, and you should consider the pos-
sibility, however slight, that having two identically 
named files open at once, despite FileMaker’s efforts 
to head off problems by temporarily altering the 
second file’s name, may have at least the potential to 
cause corruption of one or both files.

Err on the side of caution and manually give that 
second file a significantly different, temporary name 
before you open it.

Limit the Time You Work on Your Solution
Don’t work more than 35 hours on a solution in one 
week, or more than 7-8 hours in a day. We’ve all 
heard tales about programmers staying up all night 
with a case of Jolt Cola and a box of Twinkies. The 
truth is that programming is mentally exhausting 
work and as you reach the aforementioned limits, 
your productivity will drop precipitously. To con-
tinue working beyond these limits will be a waste of 
time and only force you to spend more time later, 
fixing what you fouled up when you were too tired 
to be working effectively.

I’ve lost count of how many times I’ve kept working 
on a problem until late at night, only to have the 

file. Nope… no problem there. The tooltip worked 
just fine.

The next logical step was to compare everything 
involved in producing the tooltip in both files: 
everything was identical.

Then a slight twinge in my brain informed me this 
behavior was somehow familiar. I closed the older 
file and, voila! The value list-based tooltip in the 
newer version suddenly started working again. So…

If you have two versions of a project file open simul-
taneously and odd things start happening, before 
you spend hours hunting for a bug that doesn’t exist, 
close one of the files and see if the other doesn’t 
magically start working again. And remember, this 
does not apply just to tooltips and value lists. That 
was just an example. I’ve seen this happen with 
other things.

For those of you who just skipped a heartbeat and 
broke out into a cold sweat because you are working 
on multi-file solutions, take a deep breath. I don’t 
think you have anything to worry about, unless your 
files are similarly named, such as myDatabaseOne 
and myDatabaseTwo.

Remember, I was working on two different builds 
of the same solution with of course, the same 
name. So the files I had open were IdontRecall and 
IdontRecall – 2. (FileMaker automatically adds the “ 
– 2” temporarily to avoid problems.) As an experi-
ment I closed IdontRecall – 2, renamed it Fred, then 
reopened it. The problem no longer occurred. Then I 
closed it again, reverted the name to IdontRecall and 
reopened it. The problem reappeared.

As a last test, I manually renamed the older file to 
IdontRecall2 to see if similar hard-coded names 
would also cause the problem. They did not.

Interestingly, the order of opening the files was 
always the same. First the newer file, then the older. 
But the missing tooltip problem randomly switched 
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Your wonderful and indispensable product will very 
likely be edged out by another wonderful product 
the developer needs slightly more than yours.

If you produce a product for use by other FMP 
developers, you should expect not to make any 
money on it. Yes, you will sell it, if it is good. But no, 
it is not likely you will sell enough copies to recover 
your cost of development. The vast majority of such 
products never produce a meaningful profit for the 
developer. This includes even many of the best and 
most popular items that you probably thought, until 
now, were cash cows for their developers.

If you create a product for other FMP developers, 
you must consider the cost of development to be the 
number of hours it takes you to produce it, multi-
plied by your standard hourly rate (plus any inciden-
tal expenditures). In this case, you are the client and 
you must pay the going rate for development. After 
all, if you weren’t working on that software, you 
would have been working on something else that 
actually did produce that rate.

At this point you are no doubt asking yourself; If all 
these tools and add-ons for FileMaker developers are not 
profitable, why are there so many of them? There are 
two reasons:

In 90% of cases they are tools the developer needed 
to create for his own use anyway. If you have to in-
vest your own time and money in developing a tool 
to make your own work easier, you might as well get 
some of that investment back by selling it. However, 
there are some gotchas involved.

If you provide a product, you must service that 
product. Release a product, and no matter how good 
it is and how carefully you designed it, there will 
be bugs, support questions, email inquiries, product 
announcements to make and a host of other little 
attendant tasks. These cost you money because 
they take your time, if for no other reason. You can 
estimate spending roughly as much time on all of 

solution come to me in minutes the next morning. 
You gain nothing with long hours, except an early 
demise. There are quicker and more pleasant ways to 
do yourself in. 

Building Commercial Software
Many, many newly-minted FileMaker developers 
get to a point with whatever it is they may be build-
ing when they say to themselves...

Hey, I could turn this into a product and sell it!

No you can’t!

Wash your mouth out with soap and never allow 
that thought to traverse your frontal lobes again!

End of topic.

Oh, all right, if you’re going to complain that much, 
I’ll elaborate, but just a little.

There are two types of vertical market software a 
FileMaker developer may consider building/selling:

• a tool, plugin or module for other FMP developers 
to use in their solutions

• a software package to sell to a specific profession or 
industry

Building a Developer Tool Product
FileMaker developers are too cheap to buy your 
product.

OK, that’s not really it, but sometimes it seems 
that way to those of us who produce software for 
other FMP developers. The truth is that there is a 
lot of stuff out there and the cost of those extras for 
FMP developers can quickly get out of control. As a 
result the majority of FMP developers are extremely 
conservative in their buying decisions and generally 
purchase only what they absolutely must have.



96 | White Paper for FMP Novices

If you choose to market one of these tools, be very, 
very sure that it works as advertised and is worth 
the money. Otherwise, you may hurt your credibility 
rather than help it. 

Building a Vertical Market Product
Building a software package for a vertical market 
outside the FileMaker community is a different 
kettle of fish entirely… an old, hot, smelly kettle of 
fish that will not improve with age.

With exceptions that are rare, this is a very bad idea 
and for quite a number of reasons. I’m referring spe-
cifically to you the developer, building and market-
ing a vertical market product at your own expense, 
not to building a vertical market product for a client 
who will pay you for development and who intends 
to market the product himself.

Vertical market products are enormous money 
losers, nearly on a par with high yield investment 
programs (otherwise known as scams). No, vertical 
market products are not scams, but you’ll feel like 
you’ve been scammed when you’re done.

Most vertical market products require an enor-
mous investment of both development time and 
actual money. Development time can be measured 
in months rather than days or weeks, and the cash 
outlay is usually substantial (advertising ain’t cheap).

If you are reading this document (OK, I guess I 
have to start calling it a book.), odds are that you are 
a novice or intermediate developer, and though your 
idea for a vertical market software package may in 
fact be sound, chances that you can pull it off are 
just about zero. Let me tell you what happened to a 
friend of mine:

My friend was not a novice or intermediate de-
veloper. In fact he was one of the best and most 
respected developers in the FileMaker world. He 
made an impressive living building databases.

these other issues as you did developing the product 
in the first place, and that doesn’t account for any 
outlays of real cash you may have to make promot-
ing the product.

And then, there is the issue of upgrades… Version 2 
should already be in the beginning stages of devel-
opment when you release Version 1.

All of these additional costs are a large part of the 
reason you will not make a profit on your FMP 
developer product.

Now that I’ve talked you out of doing it, let me talk 
you back into it by giving you the second reason 
there are so many of these products.

Aside from recouping some of their development 
costs, there is a better reason so many FMP devel-
opers market tools for other FMP developers, all the 
while knowing full well they are not going to make 
a profit…

That reason is credibility.

Which doctor would you prefer to see? The one 
attending a lecture on advanced techniques in his 
specialty, or the one giving the lecture? Exactly!

If you can successfully produce a product (the more 
the better) that is used and appreciated by other 
FMP developers, this will provide you with credibil-
ity both among your colleagues and with prospec-
tive clients. Any prospective client is going to be 
impressed by the fact that your firm makes tools 
used by other FMP developers. They are accepted as 
proof-positive that you possess the skills to do the 
job the client needs done.

Now you know why there are so many of these less-
than-profitable tools available. They are not there 
beause they are expected to bring in any significant 
amount of money. They are there to help instill con-
fidence in potential clients. There is a huge caveat...
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Find a skilled, established and respected FileMaker 
developer of long standing and ask that developer 
to review your software and make recommendations 
with your vertical market goal in mind. This will 
probably cost you only a few hundred dollars and 
may save you many thousands. A wise investment.

There are many successful vertical market products: 
some of them big money makers. The people who 
hold the copyrights to those products may vehe-
mently disagree with what I’ve said here, but suc-
cessful vertical market software producers have a lot 
of skill, experience and preparation going for them, 
and they probably lost money on the first several at-
tempts they made at producing a successful product. 
If you can’t afford to lose the money, don’t play!

One day he decided to dive into the vertical market 
arena and invested roughly $500,000 in developing 
a product. The product was excellent. Extremely well 
designed and constructed, it performed quite well 
and filled a niche nicely. An added bonus was that 
my friend knew what he was doing when it came to 
marketing and sales. He had all the necessary skills 
to get the job done.

This was years ago and to this day he has not recov-
ered even half of his investment.

If you are thinking of developing a vertical market 
product you should know that a high percentage, 
even the very best of them, fail. Either the market 
isn’t big enough, or an inferior product is already too 
entrenched to loosen its grip, or... who knows? The 
why’s are not important. What’s important is the 
fact that they do fail with alarming predictability. 

When you have enough experience and skill under 
your belt to build a vertical market product that is 
of sufficient quality to be marketable, the odds are 
still heavily against you. Either don’t do it at all, or 
bring in investors so that someone else is paying the 
freight. You would not take on a client who says; 
There is a 5% chance I will pay you. Why take yourself 
on as a client who essentially says the same thing?

If you are not a highly advanced developer and 
choose to dive into the vertical market pool anyway, 
be forewarned that this venture will very likely ruin 
you. Releasing a product that is less than perfect will 
cause you to spend most of your time (and money) 
on bug fixes, upgrades, support calls, complaints, etc. 
while sales will not be high enough to cover all of 
those expenses. You will be forced to work full-time 
supporting software that does not pay you a living. 
With no free time for paying work, you will likely 
find yourself suddenly out of business!

If you are still determined to release a vertical mar-
ket product, at least take this advice:
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